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Machine Learning
Introduction

Ever since computerswere invented, we have wonderedwhetherthey might be
madeto learn. If we could understanchow to programthemto learnto improve
automaticallywith experienceheimpactwould bedramatic.

A Imagine computerslearning from medical recordswhich treatmentsare most
effectivefor newdiseases

A Housedearning fromexperienceo optimizeenergycostsbasedon the particular
usage patternsf their occupants.

A Personakoftwareassistantéearningthe evolvinginterestsof their usersin order
to highlight especiallyrelevantstoriesfrom the online morningnewspaper



Examplesof Successfufpplicationsof
Machine Learning

ALearningto recognizespokenwords

A Learningto drive anautonomousehicle
ALearningto classifynewastronomicastructures
ALearningto play world-classbackgammon



Why Is Machine Learninglmportant?

A Sometaskscannotbe definedwell, exceptby examplege.g.,recognizing
people).

ARelationshipsindcorrelationscanbe hiddenwithin largeamountsof data.
MachinelLearning/DatadViining maybeableto find theserelationships.

AHumandesigneroftenproducemachineghatdo notwork aswell asdesired
In theenvironmentsn whichtheyareused.

ATheamountof knowledge availablaboutcertaintasksmight betoo largefor
explicitencodingoy humange.g.,medicaldiagnostic).

A Environmentshangeovertime.

ANew knowledge aboufasksis constantlybeingdiscoveredy humanslt may
bedifficult to continuouslyre-designsystemdi blya n d o .



Areasof Influencefor Machine Learning

A Statistics:How bestto usesamplesdrawnfrom unknownprobability distributionsto
helpdecidefrom which distribution someaewsamplas drawn?

ABrain Models Nonlinear elements with weighted inputs (Artificial Neural
Networks)havebeensuggesteassimplemodelsof biologicalneurons.

A Adaptive Control Theory. How to dealwith controlling a processhaving unknown
parameterthatmustbe estimatedluringoperation?

A PsychologyHow to modelhumanperformancen variouslearningtasks?

A Artificial Intelligence How to write algorithmsto acquirethe knowledgehumansare
ableto acquire atleast,aswell ashumans?

A Evolutionary Models How to model certainaspectof biological evolutionto
Improvetheperformancef computemprograms?



Machine Learning:A Definition

A computer program Is said to learn from experience E
with respect to some class of tasks T and performanc
measureP,if its performance at tasks in T, as measurec
by P,improveswith experienced:.



Whya [ SI NY € K

Learning isusedwhen:
AHumanexpertisedoesnot exist(navigatingon Mars)
AHumansareunableto explaintheir expertisgspeechrecognition)
A Solutionchangesn time (routingon a computemetwork)
A Solutionneedgo beadaptedo particularcaseguser biometrics)



Well-PosedLearningProblem

Definition: A computer program is said to learn from experience E egpect to
someclassof tasksT and performancaeneasureP, if its performanceat tasksin T,
asmeasuredby P,improveswith experiencd:.

To haveawell-definedlearningproblem threefeatureseeddo beidentified:

1. Theclassof tasks
2. Themeasuref performancedo beimproved

3. Thesourceof experience



Checkerdsame
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GameBasics

A Checkers is played by two players. Each player begins the game with 12 colore
discs. (One set of pieces is black and the other Exth player places his or her
pieces on the 12 dark squares closest to him or her. Black moves first. Player
thenalternatanoves.

A The board consistsof 64 squares,alternatingbetween32 dark and 32 light
squares.

A It is positionedso that eachplayer hasa light squareon the right side corner
closesto him or her.

A A player wins the game when the opponent cannot make a move. In most case
this is because all of the opponent's pieces have been captured, but it could al
bebecausall of his piecesareblocked in.



Rulesof the Game

A Moves are allowed only on the dark squares, so pieces always move diagonally
Singlepiecesarealwayslimited to forward moves(towardthe opponent).

A A piece making a nenapturing move (not involving pimp) may move only
onesguare.

A A piece making a capturing move (a jump) leaps over one of the opponent's
pieces, landing in a straight diagonal line on the other side. Only one piece ma\
be capturedn a singlejump; however, multiplejumps are allowed dung a
singleturn.

A Whena pieceis capturedijt is removedrom theboard.

A If aplayeris ableto makea capturethereis no option;thejump mustbe made.

A If morethanonecaptureis available, thelayeris freeto choosevhicheverheor
sheprefers.



Rulesof the GameCont.

A When a piece reaches the furthest row from the player who controls that piece, |
IS crowned and becomes a king. One of the pieces which had been captured
placedon topof theking sothatit is twiceas highas asinglepiece.

A Kings are limited to moving diagonally but may move both forward and
backward. (Remember that single pieces, i.e-Kwogs, are always limited to
forwardmoves.)

A Kings may combine jumps in several directions, forward and backwardheon t
same turn. Single pieces may shift direction diagonally during a multiple capture
turn, but mustalwaysjump forward (towardthe opponent).



Well-Defined LearningProblem

Acheckerslearning problem:

1 TaskT: playingcheckers

{1 Performanceneasurd: percentof gamesnvon againsopponents
{1 Trainingexperiencé: playing practicegamesagainsitself

Ahandwriting recognitionlearning problem

1 TaskT: recognizingandclassifyinghandwrittenwvordswithin images

1 Performanceneasurd’: percentof wordscorrectlyclassified

1 Trainingexperiencd:: adatabasef handwritterwordswith given
classifications




Arobotdriving learning problem
{1 TaskT: driving on publicfour-lanehighwaysusingvision sensors
1 Performanceneasurd’: average distandeavelledbeforeanerror(asjudgedby

humanoverseer)
{ Trainingexperiencd: asequencef imagesandsteeringcommandsecorded
while observinga humandriver



DesigningaLearningSystem

1. ChoosingheTrainingExperience
2. ChoosingheTargetFunction
3. Choosinga Representatiofor theTargetFunction
4. Choosinga FunctiorApproximationAlgorithm
1 Estimatingtrainingvalues
2. Adjustingtheweights
5. TheFinal Design



The basic design issuesand approachedo machine
learning Is Illustrated by considering designing a

programto learn to play checkers,with the goal of
enteringit in theworld checkergournament



1.Choosinghe TrainingExperience

A Thefirst designchoiceis to choosethe type of training experiencérom which
thesystemwill learn.

A Thetype of training experiencevailablecanhavea significantimpacton
succes®r failure of thelearner.

Therearethreeattributeswhich impacton succes®r failure of thelearner

1. Whetherthetraining experienceprovidesdirector indirect feedbackregarding
thechoices madey theperformanceystem.

2. Thedegredo whichthelearnercontrolsthe sequencef trainingexamples

3. How well it representshe distributionof exampleverwhich thefinal system
performancd® mustbe measured.



1. Whetherthe training experienceprovidesdirect or indirect feedbackregarding
thechoicesmadeby the performanceystem.

For example,in checkersgame

A In learningto play checkersthe systemmight learnfrom direct training examplesconsistingof individual
checkers boardtatesand the correct movefor each

A Indirecttrainingexamplesonsistingof the movesequencesind final outcomesof variousgamesplayed

A Theinformationaboutthe correctnessf specificmovesearly in the gamemustbe inferredindirectly from
thefact thatthegamewaseventuallywon or lost.

A Herethelearnerfacesan additionalproblemof credit assignmentor determiningthe degreeto which each
movein thesequenceleservesreditor blamefor thefinal outcome.

A Credit assignmentan be a particularly difficult problembecausehe gamecan be lost evenwhen early
movesareoptimal,if thesearefollowed laterby poormoves.

A Hence Jearningfrom directtrainingfeedbackis typically easietthanlearningfrom indirectfeedback.



2. A secondmportantattributeof thetrainingexperiencas the degreeto which the
learner controlsthe sequencef training examples

For example,in checkersgame
A Thelearnermight dependsn the teacherto selectinformative boardstatesandto providethe correctmove
for each.

A Alternatively, the learner might itself propose board states tHatdi$ particularly confusing and ask the
teacheifor thecorrect move.

A Thelearnermay havecompletecontrolover boththe boardstatesand (indirect) training classificationsasit
doeswhenit learnsby playingagainstitself with noteacher present.

A Notice in this last case the learner may choose between experimenting with novel board states that it has ni
yet considered, or honing its skill by playing minor variations of lines of play it currently finds most
promising.



3. A third attribute of the training experience is how well it represkats
distribution of examplesoverwhich thefinal systemperformancd? mustbe
measured.

Learningis mostreliablewhenthetrainingexampledollow adistributionsimilar to thatof futuretest
examples.

For example,in checkersgame
A In checkerdearning scenarighe performancemetric P is the percentof gameshe systemwins in the world
tournament.

A If its training experience E consists only of games played against itself, there is an danger that this traininc
experience might not be fully representative of the distribution of situations over which it will later be tested.
For example, the learner nignever encounter certain crucial board states that are very likely to be played
by the humancheckerschampion.

A It is necessary to learn from a distribution of examples that is somewhat different from those on which the
final system will be evaluated.uSh situations are problematic because mastery of one distribution of
examplesvill notnecessaryeadto strongperformance ovesomeotherdistribution.



2.Choosinghe TargetFunction

The next design choice is to determine exawthat type of knowledge will be

learnedandhowthiswill beused bythe performancgrogram.

A Lets begin with a checkegdaying program that can generate the legal moves
from any boardcstate.

A The program needs only to learn how to choose the best moveufnomg these
legal moves. This learning task is representative of a large cdbhs$asks for
which the legal moves that define some large search space are known a priori, bt
for whichthebestsearch strategy sotknown.




Given this stting where we must learn to choose among the legal moves, the mos
obvious choice for the type of information to be learned is a program, or function,
thatchooseshebest movdor anygivenboardstate.

1. Let ChooseMovebethetargetfunctionandthenotationis

ChooseMove B— M
which indicate that this function accepts as input any board from the set of legal
boardstateB andproducesasoutputsomemovefrom the setof legalmovesM.

ChooseMoveis an choice for the target function in checkers example, but this
function will turn out to be very difficult to learn given the kind of indirect training
experiencevailableto our system



2.An alternativaargetfunctionis anevaluationfunction thatassigns numerical
scoreto anygivenboardstate
Let thetargetfunctionV andthenotation
V:B—R
which denotethatV mapsanylegalboardstatefrom thesetB to somerealvalue

We intend for this target function V to assign higeeores to better board states. If
the system can successfulyarn such a target function V, then it can easily use it to
selectthe bestmovefrom any currentboardposition.



Let usdefinethetargetvalueV(b) for anarbitraryboardstateb in B, asfollows:

1. if b isafinal boardstatethatis won,thenV(b) = 100

2. If bis afinal boardstatethatis lost,thenV(b) =-100

3. If bis afinal boardstatethatis drawn,thenV(b) =0

4. if bisanotafinal statein thegamethenV(b) =V(b'),
where b' is the bestfinal board statethat can be achievedstarting from b and
playing optimally until theendof thegame



3.Choosinga Representationfor the
TargetFunction

let uschoosea simplerepresentationfor anygivenboardstate thefunctionc will
becalculatecasalinearcombinatiornof thefollowing boardfeatures:

XI: thenumberof blackpiecesontheboard

X2: the number of red pieces on the board

x3: the number of black kings on the board

x4: thenumberof redkings on theoard

x5: thenumberof blackpieceshreatenedby red(i.e.,whichcanbe
capturednred'snextturn)

X6: thenumberof redpieceshreatenedby black



Thus,learningprogramwill represenaisalinearfunctionof theform

ﬁ'(b) = wo + wixi + waxz + wixsz + waxg + wsxs + wexe

Where,
A wo through ws are numerical coefficients, or weights, to be chosenby the
learningalgorithm.
A Learnedvalues for the weights wi through we will determinethe relative
Importanceof thevariousboardfeatures irdetermininghevalueof theboard
A Theweightwo will provideanadditiveconstanto theboardvalue



Partial designof a checkerslearning program:

A TaskT: playingcheckers

A Performanceneasurd®: perceniof gameswvonin theworld tournament
A Trainingexperiencé: gameplayedagainsitself

A Targetfunction:V: Board — R

A Targetfunctionrepresentation

ﬁ'(b) = wo + wixi + wax2 + wixsz + waxg + wsxs + wexe

The first three items above correspond to the specification of the learning task,
whereaghefinal two itemsconstitutedesignchoicesfor theimplementatiorof the
learningprogram.



4. Choosinga Function Approximation
Algorithm

A In order tolearnthetargetfunctionf we requirea setof trainingexampleseach
describinga specificboardstateb and thdrainingvalueVyain(b) for b.

A Eachtrainingexamples an orderegair oftheform (b, Viain(b)).
A Forinstancethefollowing trainingexampled  escribes a board state b in
which blackhaswon the game(notexz = O indicateghatredhasno remaining

pieces)andfor whichthetargetfunctionvalueV.in(b) is therefore+100.

((x1=3, X2=0, X3=1, X4=0, X5=0, X¢=0), +100)



Function Approximation Procedure

1. Derivetrainingexampledgrom theindirecttrainingexperiencevailableto the
learner
2. Adjuststheweightsw; to besffit thesetrainingexamples



1. Estimatingtrainingvalues

A simpleapproachor estimatingrainingvaluesfor intermediatdoardstategs to

assignthetrainingvalue ofVain(b) for anyintermediatdoardstateb to be
v(d®Buccessor(b))

Where,
vas thelearner'ssurrentapproximatiorto vV

Successor(bdenoteghe nextboardstatefollowing b for which it is againthe
program’'surnto move

Rule for estimatingtraining values

Vain(D) H vdSuazessor(b))



2.Adjustingthewelghts

Specifythelearningalgorithmfor choosing thaveightsw; to bestfit the sebf
trainingexampleq(b, Viain(b))}

A first stepis to definewhatwe meanby the bestfitto thetrainingdata.
A One common approach isdefine the best hypothesis, or set of weights, as that
which minimizes the squared error E between the training values and the values

predictedoy thehypothesis.
) (Virain(b) — V (5))

(b, Virgin(B))E training examples

E

A Severahlgorithmsareknownfor finding weightsof alinearfunctionthat
minimizeE.



In our case, we require aigorithm that will incrementally refine the weights as
new training examples become available and that will be robust to errors in these

estimatedrainingvalues

One such algorithm is called theast mean squaresor LMS training rule. For
each observedtraining exampleit adjuststhe weights a small amountin the
directionthatreducegheerroron thistrainingexample

LMS weightupdaterule :- For eachtrainingexample(b, Virin(b))
Usethe currentweightsto calculatevdi)
Foreachweightw;, updateat as

wiY wE (V(hr e



H e r isashallconstan{e.g.,0.1)thatmoderateshesizeof theweightupdate.

Working of weightupdaterule

A Whentheerror(Vtrain(b)- (b)) is zero,no weightsarechanged.

A When(Vtrain(b) - V(b)) is positive(i.e., whenvb) is too low), theneachweight
IS Increasedn proportionto thevalueof its correspondindeature.This will
raisethevalueof (b), reducingtheerror.

A If thevalueof somefeaturex;is zero,thenits weightis notalteredregardles®f
the error, so that the only weights updateel those whose features actually

occuron thetrainingexampleboard.



5. TheFinalDesign

The final design of checkers learning system can be descridedrgistinct
program modulethatrepresenthecentralcomponents manylearningsystems

New problem
(initial game board)

Hypotpxis
(V)

Salition thice Training examples

(game history) l<bl ,"/mm (bl) >, <b2. tfm‘.n (b2)>. o]

DeepaMD,AsnaraEngg.Coege
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1.The PerformanceSystems the modulethatmustsolvethe given performance

taskby usingthelearnedargetfunction(s).

It takesan instanceof a new problem(new game)asinput andproducesa traceof

Its solution(game historyasoutput.

In checkers game, the strategy used by the Perforntaystem to select its next
move at each step is determined by the leavamaluation function. Therefore, we
expect its performance to improve as this evaluation function becomes increasingl
accurate.

2.The Critic takesasinput the history or traceof the gameand producesas output

a set of training examples of the target function. As shown in the diagram, eacr
training example in this case corresponds to some gstate in the trace, along
with an estimat®/y.in Of thetargetfunction valugor thisexample.



3.The Generalizertakesasinputthetrainingexamplesandproducesan output
hypothesighatis its estimateof thetargetfunction.

It generalizedrom the specifictrainingexamples, hypothesiziraggeneralfunction
thatcoverstheseexamplesandothercasedeyondthetrainingexamples.

In our example the Generalizeccorrespondso the LMS algorithm,andthe output
hypothesiss thefunctionvadescribed byhelearnedweights vy, . . ., We.

4.The Experiment Generatotakes as input the current hypothesis and outputs a
new problem(i.e., initial boardstate)for the PerformanceSystemto explore.Its

role is to pick new practicproblems that will maximize the learning rate of the
overallsystem.

In our example the ExperimentGeneratoalwaysproposes theameinitial game
boardto beginanew game.



Thesequence adesignchoicesmadefor thecheckergprogramis summarizedn

belowfigure

Determine Type
of Training Experience

Games against
experts

Table of correct
Games against moves

self

Determine
Target Function

Board
— move

Board\k

— value

Determine Representation
of Learned Function

mnia]

Linear function  Artificial neural
of six features network

Determine
Learning Algorithm

Gradient

Linear

programming

descent

Deep#@?ﬁ&ﬁér&f@es@ept

of CSECanar&nggCollege

)
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Perspective®f MachinelLearning

Perspective of machine learning involves searching very
large space of possible hypothesis to determine one thaffitsest
the observeddataandany prior knowledgeheldby learner.



Issuesn MachinelLearning

A Whatalgorithms exist for learning general target functions from specific training
examples? In what settings will particular algorithms converge to the desired
function, given sufficient training data?Which algorithms perform best for
which typesof problemsand representations?

A How much training data is sufficient? What general bounds cafowel to
relate the confidence in learned hypotheses to the amount of training experienc
andthecharacteof thelearner'shypothesispace?

A When and how can pridtnowledge held by the learner guide the process of
generalizing from examples? Can prior knowledge be helpful even when it is
only approximatelycorrect?



A Whatis the beststrategyfor choosinga usefulnext trainingexperienceandhow
doesthechoiceof this strategyalterthe complexityof thelearningproblem?

A What is the bestway to reducethe learning task to one or more function
approximation problems? Put another way, what specific functions should the
systemattemptto learn?Canthis process itselbe automated?

A How canthelearnerautomaticallyalterits representatioto improveits ability to
represenaindlearnthetargetfunction?



ConceptLearning

ALearning involves acquiring general concepts from specific training examples.
Example: People continually leageneral concepts or categories such as "bird,"
"car," "situationsin which | shouldstudymorein order topassheexam,"etc.

AEachsuchconceptcan be viewed as describingsomesubsetof objectsor events
definedoveralargerset

AAlternatively, each conceptcan be thought of as a Booleanvalued function
defined over this larger set. (Example: A function defined over all animals, whose
valueis truefor birds and falséor otheranimals).

Conceptlearning - Inferring a Booleanvaluedfunctionfrom training exampleof
Its inputand output



A ConceptLearningTask

Considertheexamplgaskof learningthetargetconcept

"Daysonwhich my friendAldo enjoyshis favorite watersport."

Sunny Warm Normal Strong Warm Same Yes
Sunny Warm High  Strong Warm Same Yes
Rainy Cold High  Strong Warm Change No
Sunny Warm High  Strong Cool Change Yes

Table- Describes a set of.exampl e days; each represented by a setof attributes

a7



The attribute EnjoySport indicateswhetheror not a Personenjoys his favorite
watersportonthisday.

Thetaskis to learnto predictthe valueof EnjoySport
for an arbitrary day, based on the values of its other
attributes?



Whathypothesigepresentatiors providedto thelearner?

L e tconsidera simple representationn which each hypothesisconsistsof a
conjunctionof constraint®on theinstanceattributes.

Let eachhypothesisoe a vectorof six constraintsspecifyingthe valuesof the six
attributesSky, AirTemp, Humidity, Wind, Water,andForecast.

For eachattribute thehypothesiswill either
A Indicateby a"?' thatanyvalueis acceptabldor this attribute,
A Specifyasinglerequiredvalue(e.g.,Warm)for theattribute or
A Indicate bya"u " thatnovalueis acceptable



If someinstancex satisfiesall the constraint®f hypothesid, thenh classifies
X as gpositiveexample(h(x) = 1).

The hypothesis that PERSON enjoys his favorite sport only on cold days with high
humidity (independent of the values of the other attributes) is represented by the

expresn
(?,Cold, High, ?,?,?)

Themostgenerahypothesighateverydayis apositiveexampleis representety
2.2.2.227?

The most specific possible hypothesighat no day is a positive exampleis

representedy
L, )



Notation

Theset ofitemsoverwhich the concepis definedis calledtheset ofinstances
whichwe denotdy X.

Example: X is thesetof all possibledays,eachrepresentedy theattributesSky,
AirTemp, Humidity, Wind, Water,andForecast

Theconceptor functionto belearneds calledthetargetconcept whichwe denote
by c.
c canbeanyBooleanvaluedfunctiondefinedovertheinstancex
c: X—{0, 1}

Example: Thetargetconcepicorresponds$o the valueof theattributeEnjoySport
(i.e.,c(x) = 1if EnjoySport=Yes,andc(x) =0 if EnjoySport= No).



A Instancesfor which c(x) = 1 are called positive examples or membersof the
targetconcept.

A Instancedor which c(x) = 0 are called negativeexamplespr nonmembersof
thetargetconcept.

A The orderedpair (x, c(x)) to describethe training exampleconsistingof the
Instancex andits targetconcept value(x).

A D to denotethe setof availabletrainingexamples

A ThesymbolH to denotethesetof all possiblehypotheseshatthelearnemay
consider regarding the identity of the target concept. Each hypolhiesis
representa Booleanvaluedfunctiondefinedover X

h: X—{0, 1}

A Thegoalof thelearneris to find a hypothesish suchthath(x) = c(x) for all x in
X.



1

Sunny Warm

Sunny Warm

Rainy Cold

Sunny Warm

Normal

High

High

High

Strong Warm  Same

Strong Warm  Same Yes

Strong Warm Change No

Strong Cool Change Yes
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e Given: -
e Instances X: Possible days, each described by the attributes
e Sky (with possible values Sunny, Cloudy, and Rainy),
® AirTemp (with vaives Warm and Cold),
® Humidity (with values Normal and High),
e Wind (with values Strong and Weak),
e Water (with values Warm and Cool), and
e Forecast (with values Same and Change).
e Hypotheses H: Each hypothesis is described by a conjunction of constraints on the at-
tributes Sky, AirTemp, Humidity, Wind, Water, and Forecast. The constraints may be “7”
(any value is acceptable), “@’ (no value is acceptable), or a specific value.
e Target concept ¢: EnjoySport : X — {0, 1}
e Training examples D: Positive and negative examples of the target function (see Table 2.1).
¢ Determine: '
e A hypothesis i in H such that A(x) = c(x) for all x in X.

TABLE The EnjoySport concept learning task.
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Thelnductive LearningHypothesis

Any hypothesis found to approximate the target function well over a sufficiently
largesetof trainingexampleswvill also approximatghetargetfunctionwell over
otherunobserve@xamples.



ConceptlearningasSearch

A Concepiearning carbeviewedasthetaskof searchinghrougha large spaceof
hypothesesmplicitly definedby the hypothesigepresentation.

A Thegoal of this searchis to find the hypothesisthat best fits the training
examples.

Example, theinstancesX andhypothese#$l in the EnjoySportlearningtask.
Theattribute Sky hasthreepossiblevalues.andAirTemp,Humidity, Wind, Water

Forecasteachhavetwo possiblevalues theinstancespaceX containsexactly
A 3.2.2.2.2.2= 96 Distinctinstances

A 5.4.4.4.4.4 5120Syntacticallydistincthypothesesvithin H.

Everyhypothesiontainingoneor more" G "symbolsrepresentthe emptysetof
Instancesthatis, it classifieseveryinstanceasnegative.

A 1 +(4.33.3.3.3)= 973. = manticaly.distincthypothess



Generatto-SpecificOrdering of Hypothese:

A Consideithetwo hypotheses
h: = (Sunny,?,?,Strong,?,?
h, = (Sunny,?,?,?,?,?

A Considetthesetsof instanceshatareclassifiedpositiveby hy andby h.

A h, imposesfewer constraintson the instance,it classifiesmore instancesas
positive. So, any instance classified positive pbwih also be classifieghositive
by h. Therefore h, is moregenerakhanh.



Generatto-SpecificOrdering of Hypothese:

A Givenhypothesesy andh, h is moregeneralthanor- equaldo hy if andonly if
anyinstancahatsatisfiesh alsosatisfiesh;

Definition: Let h; andhx be BooleanvaluedfunctionsdefinedoverX. Then his
moregeneralthanor-equatto hg (written hj x hy) if and onlyif

(Vx € XD[(he(x) = 1) = (h;(x) = 1)]



Instances X Hypotheses H A In the figure, the box on the left
represents the set X of all
instances, the box on the right the

Specific set Hof all hypotheses.

A Each hypothesis corresponds to
some subset of X-the subset of
instanceghatit classifiespositive.

A The arrows connecting hypothese:s
represent thenore - general-than
relation, with the arrow pointing
towardthelessgeneral hypothesis.

General

X = <Sumny, Warm, High, Strong, Cool, Same> h = <Sunmny, ?, ?, Strong, ?, ?> A

[

x_= <Sunny, Warm, High, Light, Warm, Same= h_,= <Sunny, 2, 7, ?, 2, 7> Note the subset of instances
- P characterizedby h, subsumesthe
h_= <Sunny, ?, ?, 2, Cool, ?> )
3 subset characterized by, h hence
h, is more- general thanh;
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FINDS: FindingaMaximally Specific
Hypothesis

FIND-SAlgorithm
1. Initialize h to the mostspecifichypothesisn H
2. For eachpositivetraininginstancex
For eachattributeconstraintg; in h

If theconstraintg is satisfiedby x

Thendo nothing

Elsereplacea; in h by thenextmoregeneralkonstrainthatis satisfiedby x
3. Outputhypothesih




Toillustratethisalgorithm,assumehelearners given thesequence®f training
exampledrom theEnjoySporttask

Sunny Warm Normal Strong Warm  Same Yes
Sunny Warm High Strong Warm  Same Yes
Rainy Cold High Strong Warm Change No

Sunny Warm High Strong Cool Change Yes

Thefirst stepof FIND-S is to initialize h to themostspecifichypothesisn H
h-(9,0,0,0,9,0)
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X1 = <SunnyWarmNormalStrongWarmSame>+

Observing the first training example, it is clear that our hypothesis is too specific. In
particular, none ofhe "@" constraints in h are satisfied by this example, so each is
replacedby the nextmoregeneralconstrainthatfits theexample

h1 = <SunnyWarmNormal StrongWarm Same>

This h is still very specific; it assertdhat all instancesare negativeexceptfor the
singlepositivetrainingexample

X2 = <SunnyWarm,High, Strong,Warm,Same> +

The second training example forces the algorithm to further generalize h, this time
substituting a "?' in place of any attribute value in h that is not satisfidueoyew
example

h, = <SunnyWarm ? StrongWarm Same>



x3= <Rainy,Cold, High, Strong,Warm,Change> -

Upon encounteringthe third training the algorithm makesno changeto h. The
FIND-S algorithmsimplyignoreseverynegativeexample.

h3 = < SunnyWarm? StrongWarm Same>

x4= <SunnyWarmHigh StrongCool Change>+
Thefourth exampldeadsto a furthergeneralizatiomf h
h4 = < SunnyWarm? Strong? ? >



X
X

X

1
2

4

Instances X

Hypotheses H

b »
Specific

= <Sunny Warm Normal Strong Warm Same>, +

= <Sunny Warm High Strong Warm Same>, +

Xy = <Rainy Cold High Strong Warm Change>, -

= <Sunny Warm High Strong Cool Change>, +

General

110
h]

/h

h
h

L

<, D,9, D,D, D>

= <Sunny Warm Normal Strong Warm San

<Sunny Warm ? Strong Warm Same>
<Sunny Warm ? Strong Warm Same>

<Sunny Warm ? Strong ? ? >
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The key property of the FIND -S algorithm is

AFIND-S is guaranteed to output the most specific hypothesis within H that is
consistentvith the positivetrainingexamples

AFIND-S al gor it hmos f i n a lconsisterp with the segative w i
examples provided the correct target concept is contained in H, and provided the
trainingexamplesrecorrect.




W

Unansweredoy FIND S

Hasthelearnerconvergedo thecorrecttargetconcept?

Why prefer themostspecifichypothesis?

Are thetrainingexamplesonsistent?

Whatif thereareseveraimaximallyspecificconsistenhypotheses?



VersionSpaceand CANDIDATE
ELIMINATIOMIgorithm

Thekeyideain the CANDIDATE-ELIMINATION algorithmis to outputadescriptiorof
thesetof all hypothesegonsistentwith the training examples

Representation
A Definition: A hypothesid is consistentwith a setof trainingexampleD if and only if
h(X) = c(x) for eachexample(x, c(x)) in D.
Consisterth,D) * (" &, c(X)dl D) h(x) = c(X))

Notedifferencebetweerdefinitionsof consistenandsatisfies

A anexamplex is saidto satisfyhypothesi$1 whenh(x) = 1, regardles®f whetherx is a positiveor
negativeexampleof thetargetconcepit.

A anexamplex is saidto consistenwith hypothesis iff h(x) = c(x)



VersionSpace
A representationf thesetof all hypothesesvhich areconsistentvith D

Definition: The version space,denotedVSip with respect to hypothesispaceH
and training examples D, is the subset of hypotheses ftooonsistent with the
trainingexamplesn D

VSipt{hl H|Consisterth, D)}



Hypothesis Space

e 0% g0
00 'S0

0® o %40 *
® 00 o000

Version Space

.u

VS, ,
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The LIST-THEN-ELIMINATE Algorithm

TheLIST-THEN-ELIMINATE algorithmfirst initializestheversion space toontain
all hypotheses in H and then eliminates any hypothesis found inconsistent with any
trainingexample.



The LIST-THEN-ELIMINATE Algorithm

1. VersionSpace a list containingeveryhypothesisn H

2. For eachtrainingexample(x, c(x))
removefrom VersionSpacanyhypothesis for whichh(x) r c(x)

3. Outputthelist of hypotheses VersionSpace

TheLIST-THEN-ELIMINATE Algorithm

AList-Then-Eliminate worksin principle,solong asversionspacss finite.

AHowever sinceit requiresexhaustiveenumeratiorf all hypotheses practiceit is
notfeasible.



A More CompactRepresentatiofor VersionSpace

ATheversionspaces representedly its mostgenerabndleastgeneraimembers.

AThesemembergorm generaland specifikoundarysetsthatdelimit theversion
spacewithin the partially orderedhypothesispace.



S: | { <Sunny, Warm, ?, Strong, ?, 7> ) A A version space with its

general and specific boundan
sets.

A The version space includes al
six hypotheses shown here, bL

<Sunny, ?, ?, Strong, ?, ?> <Sunny, Warm, 2, ?, 7, 7> <?, Warm, ?, Strong, ?, ?> can be represented more

simply by S andG.

A Arrowsindicateinstanceof the
moregeneratthan  relation.
This is the version spacefor

the Enjoysport concept
learning

A problem and training

examplesdescribedin below

Sunny Warm Normal Strong Warm  Same

G:| {<Sunny, ?, 2, 2, 2, 2>, <?, Warm, ?, ?, 2, 7>}

Sunny Warm High Strong Warm  Same Yes

Rainy Cold High Strong Warm Change No
Sunny  Warm High Strong Cool Change Yes

Deepa D,AsstProi .,Dept.of CSECanard&ngg.College
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Definition: The general boundary G, with respectto hypothesisspaceH and
trainingdataD, is the setof maximallygeneralmemberf H consistentwith D

Gi{gl H|Consister(g,D)Ax ®'l H)[(g'>4g) DConsister(g', D)]}

Definition: The specific boundary S, with respectto hypothesisspaceH and
training dataD, is the set of minimally general (i.e., maximally specific) members of

H consistentvith D.
Si{sl H | Consisterts, D)dx $'1 H)[(s>ys) @ Consister(s’, D)]}



VersionSpacaepresentatiotheorem

Theorem: Let X be anarbitrary setof instancesand Let H be a setof Boolean
valued hypotheses defined over X. Let ¢ [BXO, 1} be anarbitrary target concept
defined over X, and let D be an arbitrary set of training examples {(x, c(x))). For all
X, H, c,andD suchthatS and Gare welldefined,

VSip={hl H|®s] 9 ($gl G)(g2,h2,9)}



VSip={hl H|$sl 9 ($gl G)(g2,h2,9)}
To Prove:
1. Everyh satisfyingtheright handsideof theaboveexpressions in VS 1,p

2. Every membenbof VS 4 p satisfiegheright-handsideof the expression

Sketchof proof:
1. letg, h,sbearbitrarymembersf G, H, Srespectivelywith g24h24s

By the definition of S, s mustbe satisfiedby all positiveexamplesn D. Becauséh 2 4 s, h mustalso
besatisfiedby all positiveexamplesn D.

By the definition ofG, g cannot be satisfied by any negative example in D, and begaushk h
cannot be satisfied by any negative example in D. Because h is satisfied by all positive examples in
andby no negativeexamplesn D, h isconsistentvith D, and thereford is amemberof VSip

2.1t canbe provenby assumingsomeh in VS p,that doesnot satisfy the right-hand side of the
expressionthenshowingthatthisleadsto aninconsistency



The CANDIDATE-ELIMINATION LearningAlgorithm

The CANDIDATEELIMINTION algorithm computes thgersion spaceontaining
all hypotheses fronH that are consistent with an observed sequence of training
examples.



Initialize G to the set of maximally general hypotheses in H
Initialize S to the set ahaximally specific hypotheses in H
Foreachtrainingexampled, do

A If dis apositiveexample
A Removefrom G any hypothesisnconsistentvith d
A Foreachhypothesisin Sthatis not consistentith d
A Remove $rom S
A Add toSall minimal generalizationé of s suchthat
A his consistentvith d, andsomememberof G is moregeneral thain
A Removefrom S any hypothesighatis moregenerathananothemypothesisn S

A If dis anegativeexample
A Removefrom S anyhypothesisnconsistentvith d
A Foreachhypothesig in G thatis notconsistentvith d
A Removeg from G
A Add to G all minimal specialization$ of g suchthat
A his consistenwith d, andsomememberof Sis morespecificthanh
A Removefrom G any hypothesighatis lessgenerathananothemhypothesisn G



An lllustrative Example

The boundarysetsare first initialized to G, and S, the most generaland most
specifichypotheses H.

s: A AR A A A A3

G $,2,2,2,7, %




Fortrainingexampled,

&Sunny Warm,Normal, StrongWarm, Samed+

S1 asunny Warm,Normal, Strong,Warm,Same

-



Fortrainingexampled,

&unny Warm,High, Strong,Warm,Samé+

Sz &unnyWarm,?, Strong,Warm,Samé

Gz 8,?,7,2,2,70




Fortrainingexampled,

Gs

aRainy,Cold, High, Strong, Warm,Changed-

S; a&SunnyWarm,?, Strong,Warm,Sam@é

&unny?,?,?,?, 7208, Warm,?,?,?,?20d,?,?,?,?, Samé




Fortrainingexampled,

Ga

Sy

&Sunny Warm,High, Strong,Cool Changed+

&SunnyWarm,?, Strong,?, ?0

&Bunny?, ?,?,?,?208, Warm,?,?,?,7?0




Ss | { <Sunny, Warm, ?, Strong, ?, 7>}

A

<Sunny, ?, ?, Strong, ?, 7> <Sunny, Warm, ?, ?, 72, 7> <2, Warm, ?, Strong, ?, ?>

NN

{<Sunny, ?, 2,2, 2, 72> <? Warm, ?, 2, 7, 7>}

Thefinal versionspacdor the EnjoySportconcepiearningproblemandtraining
exampleslescribeckarlier.



Inductive Bias

Thefundamentafuestiondor inductiveinference

A Whatif the targetconcepis not containedn thehypothesispace?

A Canwe avoid this difficulty by usinga hypothesisspacethat includesevery possible
hypothesis?

A How doesthe size of this hypothesisspaceinfluencethe ability of the algorithm to

A generalizéo unobservedhstances?

How doesthe size of the hypothesispaceanfluencethe numberof training examples
thatmustbe observed?



Effectof incompletehypothesispace

Precedinalgorithmswork if targetfunctionisin H
Will generallynotwork if targetfunctionnotin H

Considerfollowing examplesvhich representargetfunction
sky = sunnyor sky = cloudy :
&SunnyWarmNormal StrongCool Changé

Y
LloudyWarmNormal StrongCoolChangé Y
aRainyWarmNormal StrongCool Changé N

If applyCandidatéliminationalgorithmasbefore,endup with emptyVersionSpace

After first two trainingexample
S=&?WarmNormal StrongCool Changé

New hypothesiss overly generalandit coversthe thirdnegative traininggxample!

Our H doesnotincludetheappropriates



An Unbiased_earner

Incompletehypothesispace
AIf ¢ notin H, thenconsidemgeneralizingepresentationf H to containc

A The size of the instance space X of days described by the six available attributes is 96.
The number of distinct subsets that can be defined over a set X containing [X| elements

(i.e.,thesizeof the powersetof X) is 2IX

A Recallthatthereare 96instancesn EnjoySport hencethereare29 possiblehypotheses
In full spaceH

A Candothisby usingfull propositionakalculuswith AND, OR,NOT
A HenceH definedonly by conjunctionf attributess biasedcontainingonly 973h s)



A Let us reformulate thEnjoysportlearning task in an unbiased way by defining a new
hypothesispaceH' thatcanrepresenéverysubsebf instancesthatis, let H' correspond
to thepowersetof X.

A Oneway to definesuchanH' is to allow arbitrarydisjunctions conjunctionsand
negation®f our earlierhypotheses.

Forinstancethetargetconcept'Sky = Sunnyor Sky= Cloudy" couldthenbedescribedhs
(Sunny,?,?,?,?,?)V (Cloudy,?,?,?,?,?



Definition:

Considera concepiearningalgorithmL for the sebf instances.
A Let c beanarbitraryconcept definedverX

ALet Dc = {( x, c(x))} beanarbitrarysetof trainingexamplesf c.

A Let L(xi, Do) denote thelassification assigned theinstancex; by L aftertrainingon the
dataD..

A Theinductivebiasof L is any minimal setof assertion® suchthat foranytargetconcept
c andcorrespondingrainingexample®.

(" &l X)[(B@D:Dx) Di D) x



Traming examples

New mstance

Tramning examples

New istance

Assertion " A contains
the target concept"

/

Inductive bias
made explicit

Inductive system

Candidate

»  Elimination

Algorithm

Using Hypothesis
Space H

Classification of
new instance. or
"don’t know"

Equivalent deductive system

Theorem Prover

o
Classification of
new mstance. or
"don’t know"

i

DeepalkD, Asst.Prof.,Dept.of CSECanar&EnggCollege

Modelling inductive systems by
equivalent deductive systems.
Theinput-outputbehavior otthe
CANDIDATE-ELIMINATION
algorithmusinga hypothesispaceH
IS identical to that of a deductive
theoremproverutilizing the assertion
"H containsthetargetconcept."This
assertion is therefore called the
inductive bias of the CANDIDATE-
ELIMINATION algorithm.
characterizingnductivesystems

by their inductive bias allows
modellingthemby their equivalent
deductive systems. This provides a
way to comparanductivesystems
according to their policies for
generalizingoeyondthe observed
trainingdata.
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DECISIONREEEARNING



Decision tree learning Is a method for approximating
discretevalued target functiongan which the learned
functionis represented@ly a decision tree.



DECISIONREEREPRESENTATION

Sunny
Humidity
High Normal
No Yes

Outlook
Overcast Rain
Ve Wind

Strong

/

No

DeepalkD, Asst.Prof.,Dept.of CSECanar&EnggCollege

FIGURE: A
decision tree for the
conceptPlayTennis
An example is
classified by sorting
it through the tree to
the appropriateleaf
node, then returning
the  classification
associated with this
leaf



A Decisiontrees classify instances by sorting them down the tree from the root to
someleaf node,which provides theslassificatiorof theinstance.

A Each node in the tree specifies a test of some attribute of the instance, and ea

branch descending from that noclerresponds to one of the possible values for
this attribute.

A An instance is classified by starting at the root node of the tree, testing the
attribute specified by this node, then moving down the tree branch correspondin
to the value of the attributein the given example.This procesdss thenrepeated
for thesubtreeooted athenewnode.



A Decisiontreesrepresena disjunctionof conjunctionsof constraintonthe
attributevaluesof instances.

A Eachpathfrom thetreerootto aleaf correspond$o a conjunctionof attribute
tests,andthetreeitself to a disjunctionof theseconjunctions

Forexample,
Thedecisiontreeshownin abovefigure correspond$o theexpression

(Outlook = Sunnyl Humidity = Normal)
(Outlook= Overcast)

(Outlook= Rain/ Wind =Weak)



APPROPRIATEROBLEMEOR
DECISION REB.EARNING

Decisiontree learning is generally best suited to problemswith the following
characteristics:

1. Instancesare representedy attribute-value pairsi Instancesaredescribedoy
afixed setof attributesandtheirvalues

2. The target function has discrete output valuésThe decision tree assigns a
Boolean classification (e.g., yes or no) to each example. Decision tree method
easilyextendto learningfunctionswith morethantwo possibleoutputvalues.

3. Disjunctivedescriptionamayberequired



4. The training data may contain error§ Decision tree learning methods are
robust to errors, both errors in classificationshaf training examples and errors
In theattributevalues thatlescribeheseexamples.

5. Thetraining data may contain missing attribute values 1 Decision tree
methodscanbe usedevenwhensometrainingexamplediaveunknownvalues

A Decision tree learninhas been applied to problems such as learning to classify
medical patients by their disease, equipment malfunctions by their, cauge
loan applicantsby their likelihoodof defaultingon payments

A Suchproblemsjn which thetaskis to classifyexamplesnto oneof a discreteset
of possiblecategoriesareoftenreferredto asclassificationproblems.



THE BASICDECISIONTREELEARNING
ALGORITHM

AMost algorithms that have been developedfor learning decision trees are
variations on a core algorithm that employs adop/n, greedy search through the
space of possible decision trees. This approachis exemplified by the ID3
algorithmand itssuccesso€C4.5



What is the ID3 algorithm?

A ID3 standdor IterativeDichotomiser3
A ID3 is a precursoto the C4.5Algorithm.
A ThelD3 algorithmwasinventedby RossQuinlanin 1975

A Usedto generatea decisiontreefrom a given datasetby employinga top-down,
greedysearchio testeach attribut@ateverynodeof thetree.

A Theresultingtreeis usedto classifyfuture samples.



ID3 algorithm

ID3(Examples,Target_attribute Attributes)

Examples are the training examples. Target_attribute is the attribute whose vallee ipredicted
by the tree. Attributes is a list of othattributes that may be tested by the learned decision tree.
Returnsa decisiortreethatcorrectlyclassifieghe givenExamples.

Createa Rootnodefor thetree
If all Examplesarepositive,ReturnthesinglenodetreeRoot,with label= +

If all Examples araegative, ReturthesinglenodetreeRoot,with label= -
If Attributesis empty, Returnthe singlenodetree Root, with label = most commonvalue of

Target_attributen Examples

= =4 4 =4



{1 OtherwiseBegin
 AY the attributefrom Attributes that best* classifiesExamples
 The decisionattributefor RootY A
1 Foreachpossiblevalue,vi, of A,
1 Add anew tree branchbelow Root correspondingo the testA = v
1 Let Examplesi, bethesubsebf Exampleghathavevaluev; for A
1 If Examplesi, isempty

1 Thenbelow this new branchadd a leaf nodewith label = mostcommonvalue of
Target_attributéen Examples

M Else below this new branch add the subtree
ID3(Examples,i, Targe_tattributeAttributesi {A}))

T End
f ReturnRoot

* The bestattributeis the onewith highestinformationgain



Which Attribute Is the BestClassifier?

AThe centralchoicein the D3 algorithmis selectingwhich attributeto testat each
nodein thetree.

AA statistical property called information gain that measureshow well a given
attributeseparatethetrainingexamplesccordingo their targetclassification.

AID3 usesinformation gain measureto selectamongthe candidateattributesat
eachstepwhile growingthetree.



ENTROPY MEASURES HOMOGENEITY OF EXAMPLES

ATo defineinformationgain,we beginby definingameasurealledentropy.
Entropymeasuresheimpurity of a collectionof examples.

A GivenacollectionS, containingpositiveandnegativeexample®f sometarget
concepttheentropyof Srelativeto this Booleanclassifications

EHfFOpy (S) = _p@logz p@_p@ lngpe

Where,
P+ IS the proportionof positiveexamplesn S
p- is the proportionof negativeexamplesn S.



Example: Entropy

ASuppose S is a collection of 14 examples of some boolean concept, including 9
positiveand5 negativeexamplesThentheentropyof Srelativeto this boolean
classifications

Entropy([9+, 5-]) = —(9/14) log,(9/14) — (5/14) log,(5/14)
= 0.940



ATheentropyis 0if all memberof S belongto the sameclass

ATheentropyis 1 whenthecollectioncontainsanequalnumberof positiveand
negativeexamples

AlIf thecollectioncontainsunequahumbersof positiveandnegativeexamplesthe
entropyis betweerd and 1



Entropy(S)

FIGURE

1.0 T

—
:—-—"
_n
1
1

0.0 0.5 1.0

The entropy function relative to a boolean classification,
as the proportion., pe, of positive examples varies between O and 1.

DeepalkD, Asst.Prof.,Dept.of CSECanar&EnggCollege
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INFORMATION GAIN MEASURES THE EXPECTED
REDUCTION IN ENTROPY

Alnformation gain, is the expectedeductionin entropycausedy partitioningthe
examplesaccording tdhis attribute.

AThe information gain, Gain(S, A) of an attribute A, relative to a collection of
exampless, is definedas

. S,

Gain(S, A) = Entropy(S) — 2 —— Entropy(S,)

v € Values(A) ISI




Example: Information gain

Let, ValuegWind = { Weak Strong

S =[9+,51
Seak — _6+, 21
SStrong =[3+,3 1

Informationgainof attributeWind

Gain(S Wind) = Entropy(S 1 8/14Entropy(Sweay T 6/14Entropy(Sstrong
=0.9471 (8/14)*0.811i1 (6/14)*1.00
=0.048



An lllustrative Example

A To illustratethe operationof ID3, considerthe learningtaskrepresentedy the
trainingexamplesf belowtable.

A Here the target attribute PlayTennis which canhavevaluesyesor no for
differentdays.

A Considerthe first stepthroughthe algorithm,in which the topmostnodeof the
decisiontreeis created.



Day
D1
D2
D3

D4
D5
D6
D7
D8
D9
D10
D11

D12

D13
D14

Outlook
Sunny
Sunny

Overcast

Rain
Rain
Rain

Overcast
Sunny
Sunny

Rain
Sunny
Overcast

Overcast
Rain

Temperature
Hot
Hot
Hot
Mild
Cool
Cool
Cool
Mild
Cool
Mild
Mild
Mild
Hot
Mild

Humidity
High
High
High
High

Normal
Normal
Normal
High
Normal
Normal
Normal
High
Normal
High

wind

Weak
Strong
Weak
Weak
Weak
Strong
Strong
Weak
Weak
Weak
Strong

Strong

Weak
Strong

PlayTennis
No
No
Yes
Yes
Yes
No
Yes
No
Yes
Yes
Yes

Yes

Yes
NO



ID3 determines the information gain for each candidate attribute (i.e., Outlook,
Temperature, Humidity, and Wind), then selects the one with highfesmation
gain

Which attribute is the best classifier?

S: [9+.5-] S: [9+.5-]
E =0.940 E=0.940
Humidity Wind ‘

Normal Weak Strong

[3+.4-] [6+.1-] [6+.2-] [3+.3-]
E =0.985 E=0.592 E=0.811 E=1.00
Gain (S, Humidity ) Gain (S, Wind)
940 - (7/14).985 - (7/14).592 940 - (8/14).811 - (6/14)1.0

151 =.048

DeepalkD, Asst.Prof.,Dept.of CSECanar&EnggCollege 21



Theinformationgainvaluesfor all four attributesare

A Gain(S,0utlook) =0.246
A Gain(S,Humidity) =0.151
A Gain(Swind) =0.048

A Gain(STemperature)  =0.029

A According to the information gain measure, thetlook attribute provides the
best prediction of the target attributelayTennis over the training examples.
Therefore,Outlook is selected as the decision attribute for the root node, and
branches are created below the root for each of its possible values i.e., Sunn
OvercastandRain.



{(D1.D2, ..., D14}
[9+,5—]

Outlook

Sunny Overcast Rain

/

{D1.D2.D8.D9.D11}

[2+,3—]

?

/

{D3.D7.D12.D13}
[4+.0—]

<&

Which attribute should be tested here?

DeepalkD, Asst.Prof.,Dept.of CSECanar&EnggCollege

N

{D4.D5.D6.D10.D14}

3+2-]

> |
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Ssiins: ={DID2DEDIDIT}

Gain (Sqyppy » Humidity) = 970 — (3/5) 0.0 — (2/5) 0.0 = .970
Gain (Sgynny » Temperature) = 970 — (2/5) 0.0 — (2/5) 1.0 — (1/5) 0.0 = .570

Gain (Sgypny, Wind) = 970 — (2/5) 1.0 — (3/5) 918 = 019

Sain= { D4, D5, D6, D10,D14}
Gain (Srain, Humidity)= 0.9701 (2/5)1.01 (3/5)0.917=0.019

Gain (Srain, Temperature¥0.970i (0/5)0.0i (3/5)0.918 (2/5)1.0=0.019
Gain (Skain, Wind)=0.970i (3/5)0.0i (2/5)0.0=0.970

DeepalkD, Asst.Prof.,Dept.of CSECanar&EnggCollege 24



Outlook

Sunny Overcast Rain
Humidity Vs Wind
High Normal Strong Weak

/ N\ / N\

No Yes No Yes

DeepalkD, Asst.Prof.,Dept.of CSECanar&EnggCollege
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HYPOTHESIS SPACESEARCH IN DECISION TREE
LEARNING

AID3 can be characterized as searching a space of hypotheses for one that fits t
trainingexamples.

AThehypothesispacesearchedy ID3 is thesetof possibledecisiontrees.

AID3 performs asimpleto complex, hiltclimbing searchthrough this hypothesis
space, beginning with the empty tree, then considering progressively more
elaboratehypothesean searchof a decisiontree that correctly classifiesthe
trainingdata



Figure:

A Hypothesis spacsearctby ID3.

A ID3 searchesthrough the space of
possible decision trees from simplest t
Increasingly complex, guided by the
Informationgainheuristic




By viewing ID3in terms of its searcépace and searsfrategywe can gesome
Insightinto its capabllitiesandlimitations

1. ID3's hypothesis space of all decision treesasrapletespace of finite discrete
valued functions, relative to the available attributes. Because every finite discrete

valuedfunction carberepresentetdy somedecisiontree

AID3 avoids onef themajorrisks of methodghatsearchincompletehypothesis
spaces thatthe hypothesispacemight not containthetargetfunction.



2. ID3 maintainsonly a singlecurrent hypothesisasit searcheghroughthespace
of decisiontrees.

Forexamplewith theearlier versiorspacecandidatesliminationmethod which
maintains the set @ll hypotheses consistent with the available training
examples.

By determiningonly a singlehypothesis|D3 losesthe capabilitieghatfollow from
explicitly representin@ll consistenhypotheses.

For example, it does not have the ability to determine how many alternative
decision trees are consistent wittle available training data, or to pose new
Instanceguerieshatoptimally resolveamongthesecompetinghypotheses



3. ID3 In its pure form performso backtracking in its searchOnce it selects an
attribute to test at a particular level in the tree, it never backtracks to reconsider thi:
choice.

Aln the case ofD3, a locally optimal solution corresponds to the decision tree it
selects along the singleearch path it explores. However, this locally optimal
solution may be less desirable than trees that would have been encountered along
differentbranch ofthesearch.

4. ID3 usesall training examplesat each stepin the searchto make statistically
baseddecisiongegardinghowto refineits currenthypothesis.

AOneadvantageof using statistical propertiesof all the examplesis that the
resultingsearchs muchlesssensitiveto errors in individualtrainingexamples.

AID3 canbe easilyextendedo handlenoisy training databy modifying its
terminationcriterionto accepthypotheseshatimperfectlyfit thetrainingdata.



INDUCTIVE BIAS IN DECISION TREE LEARNING

Inductive biasis the setof assumptionshat, togetherwith the training data,
deductivelyjustify the classificationsssignedy thelearnerto futureinstances

Given a collection of training examples,there are typically many decisiontrees
consistentvith theseexamplesWhich of thesedecisiontrees doe$D3 choose?

|ID3 searchstrateqgy
(a) selectan favour ofshortentreesoverlongerones

(b) selectdreesthat placethe attributeswith highestinformationgain closestto the
root.




Approximate inductive bias of ID3: Shortertreesarepreferredoverlargertrees

A Consideran algorithmthat beginswith the emptytree and searchedbreadthfirst
throughprogressivelymorecomplextrees.

AFirstconsideringall treesof depthl, thenall treesof depth2, etc.

AOnceit finds adecisiontreeconsistentvith the trainingdata,it returnsthe
smallesttonsistentreeatthatsearchdepth(e.g.,thetreewith thefewestnodes).

ALet uscall this breadthfirst searchalgorithmBFS-1D3.

ABFSID3 finds a shortestdecisiontreeandthusexhibitsthe bias"shortertreesare
preferredoverlongertrees.



A closer approximation to the inductive bias of ID3:Shorter trees are preferred
over longer trees. Trees that place high information gain attributes close to the roc
arepreferredoverthose thatlo not.

AID3 can be viewed as an efficient approximation to BBS, using a greedy
heuristic search to attempt to find the shortest tree without conducting the entire
breadthfirst searchithroughthe hypothesispace.

ABecause ID3 uses the information gain heuristid arhill climbing strategy, it
exhibitsamorecomplexbias tharBFS1D3.

Aln particular, it does not always find the shortest consistent tree, and it is biased tc
favour treeghatplaceattributesvith high informationgainclosesto theroot.



Restriction Biasesand PreferenceBiase:

Differencebetweenthe types of inductive bias exhibited by ID3 and by the CANDIDATE-
ELIMINATION Algorithm.

ID3
A 1D3 searches completehypothesispace

A It searchesncompletelythroughthis spacefrom simpleto complexhypothesesyntil its
terminationconditionis met

A Its inductivebiasis solelya consequencef the orderingof hypothesesy its searclstrategy lts
hypothesispacantroducesno additionalbias

CANDIDATE -ELIMINATION _Algorithm

A TheversionspaceCANDIDATE-ELIMINATION Algorithm searcheanincompletehypothesis
space

A It searchethisspacecompletely finding everyhypothesisonsistentvith thetrainingdata.

A lts inductive bias is solely a consequenceof the expressivepower of its hypothesis
representatiorits searchstrategyintroducesho additionalbias




Restriction Biasesand PreferenceBiase:

AThe inductive bias of ID3 is preferencefor certain hypotheses over others (e.g.,
preference for shorter hypotheses over larger hypotheses), with no hard restrictio
on the hypotheses that can be eventually enumerated. Thisfdmas is called a
preferencebiasor a searchbias

AThe bias of the CANDIDATE ELIMINATION algorithm is in the form of a
categoricalrestriction on the set of hypotheses considered. This form of bias is
typically calledarestriction biasor a languagebias



Whichtype of inductivebiasis preferredn orderto generalizébeyondthetraining
data.apreferencéiasor restrictionbias?

AA preference bias is more desirable than a restriction bias, because it allows th
learner to workwithin a complete hypothesis space that is assured to contain the
unknowntargetfunction.

AlIn contrast, a restriction bias that strictly limits the set of potential hypotheses is
generally lesdesirable, because introduces thepossibility of excluding the
unknowntargetfunctionaltogether.



Occam'srazor

Occam's razor: is the problesolving principle that the simplest solution tends to be
the right oneWhen presented with competing hypotheses to solve a problem, one
shouldselectthe solutionwith the fewest assumptions.

Occam'sazor:iPreferthe simplesthypothesighat fits the datao .



Why Prefer Short Hypotheses?

Argumentin favour:

Fewershorthypotheseshanlongones:
A Shorthypothesesits thetrainingdatawhich arelesslikely to be coincident
A Longerhypothesefdits thetrainingdatamight be coincident.

Many complexhypotheseshatfit thecurrenttrainingdatabutfail to generalize
correctlyto subsequerdata.




Argumentopposed:

AThere are fewsmall trees, and our priori chance of finding one consistent with an
arbitrary set of data is therefore small. The difficulty here is that there are very
many small sets of hypotheseghat one can define but understoodby fewer
learner.

AThe size of a hypothesis is determined by the representatiomtesexilly by the
learner. Occam'srazor will produce two different hypothesedrom the same
training exampleswhen it is applied by two learners both justifying their
contradictory concluens by Occam's razor. On this basis we might be tempted to
rejectOccam'sazoraltogether.



ISSUESIN DECISION TREE LEARNING

1. Avoiding Overfitting the Data
Reducecerrorpruning Rule
postpruning
2. IncorporatingContinuousValuedAttributes
3. AlternativeMeasuredor SelectingAttributes
4. HandlingTraining Examplesvith MissingAttribute VValues
5. HandlingAttributeswith Differing Costs



1. Avoiding Overfitting the Data

AThe ID3 algorithm grows each branch of the tree just deeply enough to perfectly
classify the training examples but it can lead to difficulties when tBameise In
the data, or when the number of training examples is too small to produce &
representative sample of the true target function. This algorithm can produce tree
thatoverfit thetrainingexamples.

ADefinition - Overfit: Given a hypothesis space H, a hypothésisH is said to
overfit the training data if there exists some alternative hypothésisH, such
that h hassmallererror than h' over the training examples put h' hasa smaller
errorthanh overtheentiredistributionof instances.



A Thebelowfigureillustratestheimpactof overfittingin atypical applicationof decisiontree
learning.

()L) 1 1 ] 1 ] L] I L) I
085 F T - -
) e = -

0.8 | ﬁ" &
R / fffffffff S .
% ()7 'y \\\ 7777777 e e -
2 Fr T e

0.65 ¢ .

0.6 F On training data —— -

On test data ----
0.55 1

()'5 1 1 1 1 1 1 1 1 1

0 10 20 30 40 50 60 70 80 90 100

Size of tree (number of nodes)

A The horizontal axis of this plot indicatesthe total numberof nodesin the decisiontree, asthe treeis being
constructedT hevertical axisindicatesheaccuracyof predictionamadeby thetree.

A The solid line showsthe accuracyof the decisiontree over the training examplesThe broken line shows
accuracymeasureaveranindependensetof testexample

A The accuracy of the tree over the training examplesincreasesmonotonicallyas the tree is grown. The
accuracy measureavertheindependentestexampledirst increasesthen decreases
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How canit bepossiblefor treeh to fit the training exampledetterthan h', but for it to perform
morepoorly oversubsequenexamples?

1. Overfitting canoccurwhenthetrainingexamplesontainrandomerrorsor noise
2. Whensmallnumbersof examplesareassociatewvith leafnodes.

Noisy Training Example 1,2,3,4,5,6,7,[3,9,;?,1 1,12,13,1
+,5-

Examplel5:<Sunny Hot, Normal,Strong,->

. . _ 1,2,8,9,11 SU""V Overcast Rain 4,5,6,10,14
A Exampleis noisybecausé¢he correctlabelis + [2+,3 ] 3+ 2
A Previouslyconstructedreemisclassifiest 3 1
High Normal 144+ 0.] Strong Light
o @ oD CeD
1,28  9,1115 6,14 4,5,10
[0+31 2%l Hot ~ pig  cool [0+:27] [3+,0-]
[041 ? ] S Cre ) Cx :

[1+,0]
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Approachego avoidingoverfittingin decisiontreelearning

APre-pruning (avoidance): Stopgrowingthetreeearlier,beforeit reacheshe pointwhere
It perfectlyclassifiesthe trainingdata

APostpruning (recovery): Allow thetreeto overfit the data,andthenpostprunethetree

Criterionusedto determinghe correctfinal treesize

A Use a separatesetof examplesdistinct from the training examplesto evaluatethe utility of
postpruningnodedrom the tree

A Use all the available data for training, but apply a statistical test to estimate whether
expanding (or pruning) a particular nodelikely to produce an improvement beyond the
training set

A Use measure of the complexity for encoding the training examples and the decision tree
halting growth of the tree when this encoding size is minimized. This approach is called the
Minimum Descripton Length

MDL T Minimize: size(tree)} size(misclassifications(tree))



ReducedError Pruning

AReducederror pruning, is to considereachof the decisionnodesin thetreeto be
candidatesor pruning

APruning a decision node consists of removing the subtree rooted at that node
making it a leaf node, and assigning it the most common classification of the
trainingexamplesaffiliated with thatnode

ANodes araemoved only if the resulting pruned tree performs no worsettiean
original overthevalidationset.

AReduced error pruning has the effect that any leaf node added due to coincident
regularities in the training set is likely to be pruned becausethese same
coincidencesreunlikely to occurin thevalidationset



The impactof reducederror pruning on the accuracyof the decisiontree is illustrated in below
figure

Accuracy

06 F On tramning data
On test data
On test data (during pruning)

() 10 0 30) 40 50 i) 70 S0 ) 100)

Size of tree (number of nodes)

A The additional line in figure showaccuracy over the test examplas the tree is pruned. When
pruning begins, the tree is at its maximum size and lowest accuracy over the test set. As prunin
proceedsthe numbenf nodess reducedandaccuracyoverthe tessetincreases.

A The available data has been split into three subsets: the training examples, the validation exampl
used for pruning the tree, and a set of test examples used to provide an unbiased estimate
accuracyoverfutureunseenexamplesTheplot showsaccuracyoverthetrainingandtestsets.
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Prosand Cons

Pro:Producesmalleswersionof mostaccuratel (subtreeof T)

Con:Uses lesslatato constructl

Canafford to hold out Dyaiigation?. If not (datas too limited), may makeerrorworse
(insufficient Dirain)



Rule PostPruning

Rulepostpruningis successfumethodfor finding highaccuracyhypotheses

Rule postpruning involvesthe following steps:

1.

Infer the decisiontree from the training set, growing the tree until the training
datais fit aswell aspossibleandallowing overfittingto occur.

Convertthe learnedtreeinto an equivalentsetof rulesby creatingonerule for
eachpathfrom therootnodeto aleafnode.

Prune(generalize)each rule by removing any preconditionsthat result in
Improvingits estimatedccuracy.

Sort the prunedrules by their estimatedaccuracyand considerthem in this
sequenc&henclassifying subsequentstances.



Converting a DecisionTree into Rules

Boolean Decision Tree
for Concept PlayTennis

Sunny  Overcast  Rain
—
High Normal Strong Light

oD (oD oD e

Example
— IF (Outlook = Sunny) A (Humidity = High) THEN PlayTennis = No
— IF (Outlook = Sunny) A (Humidity = Normal) THEN PlayTennis = Yes
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For example, considerthe decisiontree. The leftmost path of the tree in below
figureis translatednto therule.

IF (Outlook= Sunny)* (Humidity = High)
THEN PlayTennis= No

Giventheaboverule, rule postpruningwould consideremovingthe preconditions
(Outlook= Sunny)and(Humidity = High)

Alt would select whichever of these pruning steps produced the greatest
Improvementin estimatedrule accuracy,then consider pruning the second
preconditioras afurtherpruningstep.

ANo pruningstepis performedf it reducesheestimatedule accuracy.



There are three main advantages by converting the decision tree to rules before
pruning

AConverting to rules allows distinguishing among the different contexts in which a
decision node is used. Because each distinct path througiet¢ison tree node
produces a distinct rule, the pruning decision regarding that attribute test can b
madedifferently for eachpath.

AConverting to rules removes the distinction between attribute tests that occur nee
the root of the tree and those thatar near the leaves. Thus, it avoid messy
bookkeeping issues such as how to reorganize the tree if the root node is prune
while retainingpartof thesubtreebelow thistest.

A Convertingto rulesimprovesreadability.Rulesareofteneasieifor to understand.



2.Incorporating Continuous-Valued Attributes

Continuousvalueddecisionattributescanbeincorporatednto thelearnedree.

Therearetwo methoddor HandlingContinuougttributes

1. Definenewdiscretevaluedattributeshatpartitionthe continuousattributevalue
Into adiscretesetof intervals.

E.g.,{high [ Temp> 35°C, medl 10°C < TempO35°C, low [ TempO10°C}

2. Using thresholddor splitting nodes
e.g.,A Oaproducesubset® Oa andA > a



Whatthresholdbasediooleanattribute shouldbedefinedbasedon Temperature?

Temperature: 40 48 60 72 80 90
PlayTennis: No No Yes Yes Yes No

Pickathresholdc, thatproduceghegreatesinformationgain

Aln the current example, there are two candidate thresholds, corresponding to th
values of Temperature at which the valud’@yTennischanges: (48 + 60)/2, and
(80 + 90)/2. The information gain mkdahen be computed for each of the candidate
attributes, Temperature-s4, and Temperature-gs and the best can be selected
(Temperaturesy)



3. Alternative Measuresfor SelectingAttributes

Theproblemis if attributeswith manyvalues,Gain will selectt ?

Example: consider the attribufeate, which has a very large number of possible
values.(e.g.,March4, 1979).

Alf this attribute is addedto the PlayTemis data, it would have the highest
iInformation gain of any of the attributes. This is because Date alone perfectly
predicts the target attribute over the training data. Thus, it would be selected as th
decisionattribute for the root node of the tree and lead to a tree of depthone,
which perfectlyclassifieghetrainingdata.

AThis decisiontreewith root nodeDate s not a usefulpredictorbecausét perfectly
separatethetrainingdata,but poorly predicton subsequent examples.



OneApproach:UseGainRatioinsteadof Gain

AThe gain ratio measurepenalizesattributesby incorporatinga split information,
thatis sensitiveto how broadly anduniformly the attributesplitsthe data

Gain(S, A)

GainRatio(S, A) =
winRatio(5, A) SplitIn formation(S, A)
sl s
SplitIn formation(S,A) = Zl S| log, 5|

AwhereS is subset ofs, forwhich attributeA has valuey



4. Handling Training Exampleswith MissingAttribute Values

Thedatawhich s availablemay containmissingvaluesfor someattributes

Example:Medicaldiagnosis
A<Fever= true, Blood-Pressure= normal, é , Blood-Test="?, & >
A Sometimewaluestruly unknown,sometimesow priority (or cost tochigh)




Example: PlayTennis

Temperature Humidity PlayTennis?
1 Sunny Hot High Light No
2 Sunny Hot High Strong No
3 Overcast Hot High Light Yes
4 Rain Mild High Light Yes
S Rain Cool Normal Light Yes
6 Rain Cool Normal Strong No
7 Overcast Cool Normal Strong Yes
8 Sunny Mild ?27?7? Light No
9 sSunny Cool Normal Light Yes
10 Rain Mild Normal Light Yes
11 Sunny Mild Normal Strong Yes
12 Overcast Mild High Strong Yes
13 Overcast Hot Normal Light Yes
14 Rain Mild High Strong No




Strategiedor dealingwith the missingattributevalue

AIf noden testA, assignmostcommonvalue of A amongothertraining examples
sortedto noden

A Assignmostcommonvalue of A amongothertrainingexamplesvith sametarget
value

A Assign a probability pi to eachof the possiblevaluesv; of A ratherthan simply
assigning thenostcommonvalueto A(X)



5. Handling Attributes with Differing Costs

In somelearningtaskstheinstanceattributesmayhaveassociate@osts.

Forexample:

Aln learningto classifymedicaldiseaseshe patientsdescribed irtermsof
attributessuchas TemperatureBiopsyResultPulse BloodTestResult®tc.

A Theseattributesvary significantlyin their costs bothin termsof monetarycost
andcostto patientcomfort

A Decisiontrees uséow-costattributesvherepossible dependsnly on high-cost
attributesonly whenneededo producereliableclassifications



How to Learn A ConsistentTree with Low ExpectedCost?
Oneapproachs replaceGainby CostNormalizedGain

Examplesof normalization functions

e Tan and Schlimmer

Gain*(S, A)
Cost(A)

e \Nunez
oGain(S.4) _ 1
(Cost(A) + 1)«

where w € [0, 1] determines importance of cost
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Artificial Neural Networks



Overview

Introduction

ANN representations

Perceptronlraining
GradientDescentandDeltaRule

Multilayer networksandBackpropagatiomlgorithm
Remarks orthebackpropagatioalgorithm

An illustrative example facerecognition
Advancedtopicsin artificial neuralnetworks



Introduction

Cell body

Dandrites
l Thrashold
¥

- Humanbrain: denselyinterconnecteaetwork
of 10! neuronseachconnectedo 10* others

(neuronswitchingtime : approx.103 sec.)

{

S ‘

N\
.‘

§
X '!? A
1‘
)

\"P.‘.‘.
R

- Propertieof artificial neuralnets(ANNG):

A Manyneuronlike thresholdswitchingunits
A Manyweightedinterconnectionamongunits
A Highly parallel,distributedprocess



Appropriate problems for neural network learning

A Inputis high-dimensionadiscreteor reatvalued
(e.g.raw sensornput)

A Outputis discreteor realvalued

A Outputis avector ofvalues

A Possiblynoisydata

A Longtrainingtimesaccepted

A Fastevaluatiorof thelearnedfunctionrequired.

A Notimportantfor humango understandheweights

Examples:

A Speeclphonemeecognition
A Imageclassification

A Financialprediction



Appropriate problems for neural network learning

-ALVINN drives70mphonhighways

-TheALVINN systemusesbackpropagatioalgorithmto learnto steer
anantonomousehicledriving at speedsip to 70 milesper hour




Perceptron

Cell body
Dandritas
Thrashold
' 'J'ES L#]
— "( )
= L }—"? N
L if . y.=0
+ Axon I-:EOWIII
_. B
Summation -1 ctherwise

A InputvaluesY LinearweightedsumY Threshold

o(xy,...,x,) ={

]. if ’LU() + un + S + Wny > O
—1 otherwise.

Sometimes we’ll use simpler vector notation:

o(T) = {

l1ifw-2>0
—1 otherwise.



Decision surfaceof a perceptron

A Representationg@lowerof perceptrons
- Linearly separable case like (a) :
possibleto classifyby hyperplane,
- Linearly inseparableasdike (b) :
Impossibleo classify

A IE‘L

la) (&)



Perceptrontraining rule (delta rule)

W, « W + Dwi
wherdOw,=h (tT 0) x
Where:
At = ¢(x) is targetvalue
A o is perceptroroutput
A h is smallconstan(e.g.,0.1) calledlearningrate

Canproveit will converge
A If trainingdatais linearly separable



Gradient descent

To understand, consider simpler linear unit, where

0= wy+wixr+ -+ wur,

Let’s learn w;’s that minimize the squared error

|
1] = 5 5t = o

Where D is set of training examples



Derivation of gradient descent

£ Gradientdescent
. 1 .
- Error (for all training examples):  E[d] = 5 zzp(t" — 04)”
&L (e

- thegradientof E ( partial differentiating ) :
R

owy Ow,  Ow,

- direction: steepesihcreaseén E.

- Thus,trainingruleis as follows.

Vﬂﬂz[

OF
AW = —nVE[W] Aw; = N

(Thenegativesign: thedirectionthatdecreaseg)



Derivation of gradient descent

OFE
éhui-_

OFE
611;.5_

01

aw 2 -Ef - Od)
1 0
2 i ow: d — 0:5)2

0
= Z 2(tg — Od)—__(fd — 0y)

Z(td — G{i) (td — 3_’:{;)

= %f(l‘d — {?d)(_ﬂ:-i.d)

wherex,, denoteghesingleinput
components; for trainingexampled

- Theweightupdaterule for gradientdescent

\  Awy = 0Dy — o)y,

e 0



Gradient descentand delta rule

GRADIENT-DESCENT(training_examples,n)

Fach training example is a pair of the form
(Z,t), where ¥ is the vector of input values,
and t s the target output value. n s the
learning rate (e.g., .05).
e Initialize each w; to some small random value
e Until the termination condition is met, Do

— Initialize each Aw; to zero.
— For each (Z,t) in training_examples, Do
« Input the instance ¥ to the unit and

compute the output o £ Because the error surface
*x For each linear unit Weight w;, Do contains On'y a Sing'e g|0ba|
Aw; «— Aw; + n(t — o)x; minimum, this algorithm will

convergeo aweightvectorwith
minimum error, given a
sufficientlysmallh is used

— For each linear unit weight w;, Do

Wi < Wi +Aw,-



HypothesisSpace

26

20-]

15-]

E[w]

10

5'\'\.

- Error of differenthypotheses
- Fora linearunit with two weights thehypothesispaceH is thew,,w: plane.

- This errorsurfacemustbe parabolicwith a singleglobalminimum (we
desirea hypothesisvith minimumerror).



Stochasticapproximation to gradient descent

Batch mode Gradient Descent:
Do until satisfied

1. Compute the gradient V Ep[]
2. W < W —nVEp[w]

Incremental mode Gradient Descent:
Do until satisfied

e For each training example d in D
1. Compute the gradient V E,[«]
2.0 + W — nV E4[w] 3

[y

- £, —0)%
2(1;;1)( ¢~ 0d) %

L1 . 3
Etl['w] = 3(1—11 TR 0117)2 7

Ep[t]

- Stochastic gradient descent (i.e. incremental mode) can sometimes
avoidfalling into local minimabecausé& useshevariousgradientof E
ratherthanoverallgradientof E.



Summary

A Perceptrorirainingrule guaranteetb succeedf
I trainingexamplesarelinearly separable

I Sufficientlysmalllearningr at e

A Linearunittrainingrule usinggradientdescent

I Convergeasymptoticallyto min. error hypothesis
(Guaranteed to converge to hypothesis with minimum
squarecerror)



Multilayer networks and the backpropagationalgorithm

E Speech recognition example of multilayer networks learned
by thebackpropagatioalgorithm

£ Highly nonlinear decisionsurfaces

o head
4 hid

+ hod

» had

¢ hawed
» heard
o heed

head hid * who’d hood

» who'd
~ hood




Sigmoid Threshold Unit

net = Zu X; 1

o i = ot) =
i=0 0 = o(net) e
l +¢

o(x) is the sigmoid function

1
1+ e ¢

Nice property: dﬂ } =o(z)(1 —o(x))

We can derive gradient decent rules to train
e One sigmoid unit

o Multilayer networks of sigmoid units —
Backpropagation



The Backpropagation algorithm

Initialize all weights to small random numbers.
Until satisfied, Do

e For each training example, Do

1. Input the training example to the network
and compute the network outputs

2. For each output unit £
Or + ox(1 — or)(tr — ox)

3. For each hidden unit A

op —on(l—o0n) X wpdy
k€outputs

4. Update each network weight w; ; i Sipis
Wi Wi+ Awi;
where

Aw; j = Noji,;



Adding Momentum

£ Oftenincludeweightmomentunt)
ﬁ.‘wg'__f(ﬂ) = ’!}6_;1?;__; + a&w;__f(n — 1)
- n" iterationupdatedependdn (n-1)" iteration
- a : constanbetweerD and1l (momentum)

~  Rolesof momentunterm

E Theeffectof keepingtheball rolling throughsmalllocal
minimain theerrorsurface

E The effect of gradually increasing the step size of the
searchn regions(greatlyimprovesthe speedf learning)



Convergenceand Local Minima

£ Gradientdescento somelocal minimum
I Perhapsiotglobalminimum...
I Add momentum

| Stochastigradientdescent



ExpressiveCapabilities of ANNSs

Boolean functions:

e Every boolean function can be represented by
network with single hidden layer

e but might require exponential (in number of
inputs) hidden units

Continuous functions:

e Every bounded continuous function can be
approximated with arbitrarily small error, by
network with one hidden layer [Cybenko 1989;
Hornik et al. 1989

e Any function can be approximated to arbitrary
accuracy by a network with two hidden layers
[Cybenko 1988|.



Hidden layer representations

Hiddenlayerrepresentations
- This 8x3x8 networkwastrainedto learnthe identity function.
- 8 training examplesareused.

- After 5000training iterations,the threehiddenunit valuesencode
theeightdistinctinputsusingtheencodingshownontheright.

Input Hidden Output
Values

10000000 — .89 .04 .08 — 10000000
01000000 — .01 .11 .88 — 01000000
00100000 — .01 .97 .27 — 00100000
00010000 — .99 .97 .71 — 00010000
00001000 — .03 .05 .02 — 00001000
00000100 — .22 .99 .99 — 00000100
00000010 — .80 .01 .98 — 00000010
00000001 — .60 .94 .01 — 00000001




Learningthe 8x3x8 network

- Most of the interestingveight
change®ccurred duringhe
first 2500iterations.

Hidden nnit encoding for input BLODODDD

Sum of squaved ervors fou each output unit
T T T

I~ [F2) =
T
y
|
i
'~.
i
i
i
|

& —

'
—

-2
-4
4 F e — - .
]

———




Generalization, Overfitting, and Stopping Criterion

A Terminationcondition
I Until theerror E falls belowsomepredeterminethreshold

A Techniquego addresshe overfitting problem
A Weightdecay: Decreas@achweightby somesmallfactor

duringeachiteration.
A Crossvalidation(k-fold crossvalidation)
Error versus weight updates (example 1) Error versus weight updates (example 2)
0.01 k T T T 0.08 K.
0.009 | Training set error ¥ - 007 +F ¢ Training set error *
s Validation set error + -~ “‘H».,:. Validation set error
g U [z 3 A0 S
‘4:
0.007 Tt I 0.05 .ww”‘\\
5 . 5 ~
S 0006 ’\\K_ 12 004 b o —— |
0.005 | e i ‘ 1% 003 F * s ——
*
0.004 + 0.02 F ‘. i
LJ
“.”(,3 ™ 7 ().()l - * W
0.002 ' ' . 0 Lt ————— oot
¢ o Lo 13000 2N 0 1000 2000 3000 4000 5000 6000

Number of weight updates RS
S Number of weight updates



Neural Netsfor FaceRecognition

(http://www.cs.cmu.edu/tom/faces.html)
Learned Weights
(DT BN | T AN

Tylca,l input images
A Trainingimages 20differentpersonswith 32 imagesperperson.

A After 260trainingimagesthenetworkachievesin accuracyf
90%overtestset.

A Algorithm parametersE = 0 .U3=,0 . 3


http://www.cs.cmu.edu/tom/faces.html)

Alternative Error Functions

A Penalizdargeweights:(weightdecay): Reducingtherisk of
overfitting

1 . :
E 0 = — t el T e 2 2
(’UJ) 2 CEEZD L:E&%puts( kd = Ok E) L % wﬁ

A Trainontargetslopesaswell asvalues:

1 : Oty Oopa)’
( ) 2 deD k€outputs ( hd A E) a Jetnputs 337& 335{3

A Minimizing thecrossentropy: Learningaprobabilisticoutput
function (chapter6)

- q t,logoy +(1- t;)log(1- o,)
dn D



Recurrent Networks

(a) Feedforwardetwork

(b) Recurrennhetwork

(c) Recurrent network unfolde:
In time



Dynamically Modifying Network Structure

A To improvegeneralizatioraccuracyandtraining
efficiency

A CascadeCorrelationalgorithm(FahimarmandLebiere1990)

I Startwith thesimplest possiblaetwork(no hiddenunits)and
addcomplexity

A Lecunetal. 1990

I Startwith thecomplex networlandpruneit aswe find that
certainconnectivesireinessential.



Evaluating Hypotheses




Context

Motivation
EstimatingHypothesisAccuracy
Basicsof SamplingTheory
Differencein Error of Two Hypothese
Comparing_earningAlgorithms

Summary




N

Z

Z

Motivation

Goal: Introduction tostatisticalmethods foestimating
hypothesisaaccuracyfocusingonthefollowings:

Given the observed accuraglya hypothesis overlanited
sampleof data,now well doesthis estimatats accuracyover
additionalexamples?

Giventhatonehypothesiutperformsanother ovesome
sampleof data,how probables it thatthis hypothesigs more
accuratan general?

Whendatais limited whatis thebestway to usethis data to
bothlearnahypothesisandestimatdts accuracy?




Motivation 2

It isimportantto evaluate th@erformancef thelearned
hypothesessprecisely apossible:

N Tounderstandvhethernto usethe hypothesis

6 Example: Learningrom limited-sizedatabasendicating the
effectivenes®f differentmedicaltreatments

N Evaluatinghypothesess anintegralcomponentof manylearning
methods

6 Example:in postpruningdecisiontreesto avoidoverfiting

N Methodsfor comparingtheaccuracyof two hypotheses

N Methodsfor comparingtwo learningalgorithms whenonly limited
datais available




Motivation 3

Estimatingtheaccuracyof hypothesigs relatively straightforward
whendatais plentiful.

Givenonly a limited setof data,two key difficulties arise:

N Bias intheestimate:

6 Observedaccuracyof thelearnedhypothesis ovethetraining examples
IS oftena poorestimatorof its accuracyover futureexamples.

To obtainanunbiased estimate of future accuracy, we typically test the
hypothesion somesetof testexampleshosenndependentlyf training
examplesand the hypothesis.

on

N Variancein theestimate:

6 Themeasure@ccuracycanstill vary fromthetrueaccuracydepending
onthe makeupof the particulasetof testexamples.




Context

Motivation
EstimatingHypothesisAccuracy

N SampleErrorandTrueError
Basicsof SamplingTheory
Differencein Errorof Two Hypotheses
Comparing_earningAlgorithms

Summary




N

Z

N

N

Estimating Hypothesis Accuracy

Setting:

Somesetof possible instances over which various target functions
may bedefined

Different instances X may beencountered with different
frequencies:

Unknownthe probabilitydistributionD thatdefinesthe probability of
encounteringachinstancean X

D says nothing aboutwhetherx is apositiveor anegativeexample

Learningtask: Learrtargetconceptor targetfunctionf by considering
aspaceH of possiblehypotheses

Trainingexamplesareprovidedto thelearner by atrainer

who giveseachinstance independently
accordingo thedistribution D,

thenforwards theinstancex alongwith its correcttarge
learner




Sample Error and True Error

Thesampleerror ofa hypothesisvith respecto somesampleS of
Instancegjivenfrom X is thefractionof Sthatit misclassifies:

N Def: Thesampleerrorof a hypothesid with respectto thetarget
functionf anddatasampleSis

errorg{hi= %Z st f(x],hix]]
X-S

Where

nis thenumberof examplesin S
thequantity §{f(x},hix] is 1if f(xizhx] andOotherwise




Sample Error and True Error 2

The trueerrorof ahypothesigs theprobabilitythatit will
misclassify a single randomly givamstance from the
distributionD.

N Def: The true error of hypothesis h with respect to target funétion
and distributiorD, is the probability that h will misclassify an
iInstancadrawnat randomaccordingo D

errord H=Pr| fIx/#hi xI
Herethenotation Prx:D denoteghatthe probabilityis taken ovetthe
InstancedistributionD.
Towishto know isthetrueerror €rrorg hi.

Main questionHow goodis anestimateof errorD{h] provided
by error¢hj?




Context

Motivation

EstimatingHypothesisAccuracy

E Basicsof SamplingTheory

N

Zz 2 Z

Z

Error Estimationand Estimatindinomial Proportions
TheBinomial Distribution
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Basics of Sampling Theory

' Question: How does thalerivation between sample error and true
errordependon thesizeof thedata sample?

' Equal with the statistical problem: The problerestimating the
proportion of a population that exhibits some property, given
observedproportion oversomerandomsampleof thepopulation.

Here: Thepropertyof interestis thath misclassifiesheexample

Answer:

N  Whenmeasuringthe sampleerror we areperforminganexperiment
with arandom outcome.

N Repeatinghis experimenmanytimes,eachtime drawingadifferent

randomsampleset § of sizen, we would expectto observe
differentvaluesfor thevarious errorg(hj dependingonrandom

differencesin themakeupof thevarious S
In suchcaseserror, { hithe outcomeof theit suchexierimei a

Z

randomvariable




Error Estimation and Estimating Binomial
Proportions 2

*Imagine:
N Runk randomexperiments,
N Measuringherandomvariables €ITorg thj,errorg thy ... error {h]
N Plota histograndisplayingthe frequencyvith whichwe observed

each possiblerrorvalue

Result: histogram

0.14 Binomial distribution for n =40, p=0.3
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The Binomial Distribution

Generalkettingto which the Binomial distributionapplies:

N  Thereis abaseor underlyingexperimenwhoseoutcomecanbedescribedy a
randomvariable,sayY. It cantake ontwo possiblevalues.
N TheprobabilitythatY=1 onanysingle trialof the underlyingexperiments

given by some constant p, independent of the outcome of any other
experiment.

Theprobability thatY=0 is thereforel-p.

Typically, p is notknownin advanceandthe problemis to estimatdt.

N A seriesof nindependentrials of theunderlyingexperiments performed,
producing@e sequenc@®f independentidenticallydistributedrandom
variables 1, Y, o Tk
Let R denotethenumberof trials for which Y, — 1 in thisseriesof n
experiments _

R—L
i 1

Z

TheprobabilitythatR will takeonaspecific value is givenby theBinomial
o |
distribution: PriR_I An.

‘ rtin rj!

nor

Pl pj




Mean and Variance

Def: ConsiderY= Y.}, - Yi Theexpectedsalueof Y, E[Y], is
ElY ]:Ll

Example: If Y takesonthevaluel with probabilityO.7 andthe
value2 with probability 0.3 thents expectedralueis

1.:0.71 20.3-1.3

In caseof arandomvariableY governedoy a Binomial
distributionthe expectedralueis:

E[Y|=np




Mean and Variance 2

Vari ance owdiit uspead tohfe tAhe pr o

distribution;thatis it capturehow fartherandomvariableis
expectedo vary from itsmeanvalue

Def. Thevarianceof Y, Var[Y], is
Var{ Y|ZE[{Y E[Y]?]

Thesquarero%tr of thevarianceas calledthe standardeviationof
Y, denotedcby " ¥

¥

Def: Thestandardlevation of arandmvariabley, r Yis
o =VE[Y B[V

In caseof arandomvariableY governedoy Binomial distribution
the variancesand the siaindapd deviationaredefinedasfollows:

dy=ynpil pi




Confidence Intervals

Describe:

N  Give an interval withinwhich thetruevalueis expectedo fall, along
with the probabilitywith which itis expectedo fall into thisinterval

Def: An N% confidencantervalfor someparameterg is an
Intervalthatis expectedvith probability N% to containp.

How confidencantervals for canbederived:

errorh|
N Binomial probabllitydistribution governingthe estimator m
errordh|

N  Themeanvalueof distribution is ero ;.

N Standardleviationis errord hit1 errorgh Ji

¥ errors.h’

Goal: Derivea 95%confidence intervakE>
find theintervalcenterecaroundthemeanvalue errorj h ,
which is wide enoughto contain95%of total probabilityunder

this distribution




Confidence Intervals 2

' Question: How canthesizeof intervalthatcontainsN% of the
probabilitymass bdoundfor givenN ?

Problem: Unfortunatelyfor theBinomialdistribution this
calculationcan bequite tedious.

But: Binomial distributioncanbe closelyapproximatedy
Normaldistribution

Binomiakarilung [(n=40, p=0.3) - Normake failung
GIIS T T T T T

binomix) ——
nnnnn It -0.8) —-—
o4 | 4

Q2
Qa1 F
Qe -
Qos -
Qo8 -
Q.05 -
Q0a -

o2 -

Q.00




Confidence Intervals 3

Normalor gaussiardistributionis abell-shapedlistribution
defined by the probabilty densityfunction

X Iil

‘T
1

2 )

» 1
piXT™ e
V21T 7’

If therandom variabl& follows a normaldistributionthen:
N  Theprobablity that )X, will fall into theinterval (a,b)is given by

[, piXydx
N Theexpected,or megT\;@l]ungf X, E[X],is
N Thevarianceof X, Vg is— 2

N  The standardeviatiqp)g)i %




Two-Sided and One-Sided Bounds

Two-sidedbound: It boundgheestimatedyuantityfrom above
andbelow

One-sided bound: If we areinterestedn questiondike: Whatis
the probabilitythat €IM0MtN! is at most

0.4 1 04 f |i_|
035 ||| 035 |
03t ||| Q3 r ”l
D25 ||| 023 r |||

0z b ||| 02t |||

I
T T a
ors e 1o A :
-l I iii I I fittl I I |
Q05 It i i
| i | i * [t m I
2 - 2

3




Two-Sided and One-Sided Bounds 2

If thesampleerroris considered asormaldistributed indicating
that:

N the €Imoryth! coucheswith N% probabilityin the interval
errordhil errorg h ]
n

errordhi4z, \/
ZN .
where IS a constant

ConfidencdevelN% 50.00% 68.00% 80.00% 90.00% 95.00% 98.00% 99.00%
Constant 0.67 1 1.28 164 196 233 2.58

Tablel: Valuesof 4y for two sidedN% confidencantervals




Two-Sided and One-Sided Bounds 3

Example:
N n=30

~

N Hypothesish makesr =16 errors=> €rrord hi— -
N Usingthevaluesfrom Tablel

With 99%probabilityis error, i‘hJ in theinterval

(@]

0.32f2.58\/?

error,h).

If thenumbersof errorsis 12then IS In theintervalwith 50%

probability
0.2430.67\/0'238'7%0.2410.04

(@]




Two-Sided and One-Sided Bounds 4

Onesided errorbound
It can be computeavith half of the probabilityof theerrorfrom
normaldistributedtwo-sided erroibound

Example:
N hdeliversl2errors,n=40
: : : 0.3¢:0.14
N It leadsto a (two sided) 95% confidenaeterval of =
| 10Q1 41— 95 x —0.05
N Inthiscase = SO 001 121 975
1 /21-97.

N drigs, Moﬁ canapgy tb@orq]@ with 1 el confidencethat

IS at most errorD{h]
N Making no assumptiorabout the lower bound onerro |

D

N Thuswe haveaonesidederrorboundon error

with doublethe confidenceahatwe had inthe correspondintyvo-
sided bound
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Difference in Errors of Two Hypotheses

Consider:

N two hypothesesh, and h, for somediscretevaluedtargetfunction

N hasbeentested on asample S containing ™ randomlydrawn
examples

h S . .n
N 2 hasbeentestedonasample ~2 containing “randomlydrawn
examples

Supposeave wish to estimatahedifferenced betweerthetrue
errorsof thesetwo hypotheses

d=error,ih,1 error,ih,
4-stepprocedurdo derive confidencetervalestimatedor d
N Choosaheestimator d=errorgih,i errors {h,]

N Wedo notprovebut it canbeshownthat g givesanunbiased
estimateof d; thatis g[q1_d




lypothesis Testing

Question: Whatis theprobabilitydistribution governingthe
randomvariable d ?

Answer:

v MaNee potherrors €MOTdN ang ermorsthyl foliow a
distribution that is approximatelynormal

N Differenceof two normaldistributionsis alsonormal =>
IS alsoapproximatelynormal

Thevariance of this distributiors thesumof thevarianceof
errog(h] and error(h,
Wehave error gjhlj{l error_(hJ] error_{h {1 error_(h]]
' -1 | ~2 " ) =2

Z

Z

(F oo

d A

d nl n2
Forrandonmvari‘able obeying anormaldistribution with meand
andvariance N
the N% confidencéantervalestimatefor dis dXz,F

Z




Hypothesis Testing 2

A errorg Lh {1 errorg ()l errorg (h,)(1 errorg (h,)]
d_*z, |
nl n2

N Is thesameconstantasdescribedn Tablel

Z
2
@

Z

Testoversamedata

n Ny And N aretestedona singlesampleS (whereS is still
independednd)f h; and h,)

Redefine  *y—ierroh) errorghyi
d

Thevariancein thisnewj  will usuallybe smallerthanthe
varianceof theoriginal

Z

Z

Z

Using asingle sample S di minatesge varla@edueto random
differencesn thecompositionsof and
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Comparing Learning Algorithms

Goal: Comparinghe performancenf two learningalgorithm
L, andls

Question:

N Whatis anappropriatéestfor comparingearningalgorithms?

N How canwe determinevhetheranobservedlifferencebetweernthe
algorithmesis statisticallysignificant?

Active debate withirthe machinelearningresearcltcommunity

regardingthe bestmethodfor comparison

L, L
Task:Determinewhich of and IS the betterlearning
methodon averagdor learningsomeparticulartargetfunctionf

N AOnaveragi i s to consider the rel a
algorithms averaged over all the training set of mig®at might be
drawnfrom theunderlyinginstancedistributionD

E. ,lerror, (L,{S] errory Lyl S|




Z 2 2

Z

N

Comparing Learning Algorithms 2
In practice:

We haveonly alimited sample Do
Divide Do into atrainingset S anda disjointtestset T,

Thetrainingdatacan beusedto train both Ly and Le
Testsetcanbe usedto comparetheaccuracyof thetwo learned
hypothesis |€ITOF (L[S €rror (L (S]]

Improvement:

. . D, . T,T,,...,T
Partitionthe availablelata —° into k disjoint subsets '’ * “ of equal
size,wherethis sizeis atleast 30

For iTfrom 1tok, do o . S
use ' for thetestandtheremainingdatafor trainingset

=D, T,

hy=L,lS)

he= Lyl S

si=error,(h,l error,| hB:'
)

=13

XIH



Comparing Learning Algorithms 3

TheapproximateéN% confidenceantervalfor estimating the
quantityin [9”0[[0( Ry errOlfroi,LBi‘S)Jﬂ using ? isgiven by

. Z
WheretN,k 1 is aconstantthatplaysareleandogousto thatof
S

" definedasfollowing S":\/kik JZM b1

Confidencdev
9020 O5C%0
Nn == 2 2,92 4,3
N = 5 2,02 2,57
Nn — | 10 1,81 2,23
Nn — | 20 1,72 2,09
Nn — 30 1,7 2,04
N = #H#H 1,66 1,98
nm = | oo 1,64 1,96




Context

Motivation
EstimatingHypothesisAccuracy
Basicsof SamplingTheory
Differencein Error of Two Hypotheses
Comparing_earningAlgorithms

Summary




VoS e Ve
N )
Wi :

' 3
,}.

IR AN

P }ﬂf‘.
-y o
3

i, Y, 4
b R
'5‘3‘
e SR

DR
N LN -
P -

i
"
S

| . ﬂ'l ’
P

" l\{[;&/l
B vl 10
A P 2y
‘ "k{ r‘j\t: o {

418382

_'
'y
Wy
S AT
e Oy
_ -l ]

‘Y

1
oy

. - T > L™
ol Y
. 4
< ) N o &
ey
. N j ~‘l .

I? ¥ g
RAT
.}L

o
- __

N -Q“ e
(%

2 ¥y

\_41“

2 N
‘\.

Summary

Statisticaltheoryprovidesabasis forestimatinghetrueerror

(errorythly of hypothesish, basedon its observecerror (€Ol 1)
overasampleS of data.

In generalthe problemof estimatingconfidenceantervalsis . .
approached bidentifying the parameteto beestimatec(errorDi, I

andanestimator errorg(f ) for thisquantity.

Becausdheestimatons arandomvariable itcanbecharacterised
by the probabilitydistribution thatgovernsts value.

Confidencantervalscan therbecalculatedoy determininghe
Intervalthatcontainsthe desired probability mass under this
distribution.

A cause otstimatiorerror isthevariance irthe estimate Evenwith
an unbiased gstimator, the observed valuthefestimator is likely
to vary from 8neexperimentto another.

Thevariance of thedistribution governing the est @t
characterisebow widely this estimatds likely to &




Summary 2

Comparingherelativeeffectivenes®f two learningalgorithmsis
an estimation problem thet relatively easy when data and time
are unlimited, but more difficultvhen these resourcese

limited.

One approach to ruthe learning algorithms on different subsets
of availabledata,testingthelearned hypotheses theremaining
data,thenaveragingheresult oftheseexperiments.

In mostcases considerdwere, derivingonfidencantervals
Involvesmakinga number ofassumptionandapproximations.
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INTRODUCTION

Bayesianlearning methodsare relevantto study of machinelearning for two

different reasons.

AFirst, Bayesian learning algorithms that calculate explicit probabilities for
hypothesessuch as the naive Bayes classifier, are among the most practical
approaches toertaintypesof learningproblems

AThe secondreasonis that they providea useful perspective for understanding
manylearningalgorithmsthatdo notexplicitly manipulateprobabilities.



Featuresof BayesianLearning Methods

AEach observed training example can incrementally decrease or increase the estimat
probability that a hypothesis is correct. This provides a more fleajgEoach to
learning than algorithms that completely eliminate a hypothesis if it is found to be
Inconsistenwith anysingle example

APrior knowledge can be combined with observeddata to determine the final
probability of a hypothesis. In Bayesid®arning, prior knowledge is provided by
asserting (1) a prior probability for each candidate hypothesis, and (2) a probability
distributionoverobservedlatafor eachpossiblenypothesis.

A Bayesiarmethodscanaccommodatéypotheseshatmakeprobabilistt predictions

ANew instances can be classified by combining the predictions of multiple hypotheses
weightedby their probabilities.

AEven in cases where Bayesian methods prove computationally intractable, they ca
provide a standard of optimal decisioraking against which other practical methods
can bemeasured.



Practical difficulty in applying Bayesianmethods

AOne practical difficulty in applying Bayesian methods is that they typically require
Initial knowledgeof many probabilities.\When theseprobabilitiesare not known
In advance they are often estimated based on background knowledge, previousl
availabledata,andassumptions abotiteform of theunderlyingdistributions.

AA secondpractical difficulty is the significant computationalcost required to
determine the Bayes optimal hypothesis in the general case. In certain specialize
situationsthis computationatost carbesignificantlyreduced.



BAYES HEOREM

Bayes theoremrovides a way to calculate the probability of a hypothesis based on
Its prior probability, the probabilities of observing various data given the hypothesis,

andtheobserved datdself.

Notations

AP(h) prior probability of h, reflectsany backgroundcknowledgeaboutthe chance
thath iscorrect

AP(D) prior probability of D, probabilitythatD will be observed

AP(D|h)probabilityof observingD givenaworld in which hholds

AP(h|D)posteriorprobability of h, reflectsconfidencethath holdsafter D hasbeen
observed



Bayestheoremis the cornerston®f Bayesianearningmethoddecausét provides
a way to calculate the posterior probabikgh|D), from the prior probabilityP(h),
togethemwith P(D) andP(D(h).

Bayes Theorem:

P(D|h)P(h)
P(D)

P(h|D) =

P(h|D) increasesvith P(h) andwith P(D|h) accordingo Bayes theorem.

P(h|D) decreases d3(D) increaseshecause¢he moreprobablet is thatD will be
observedndependenof h, theless evidenc® providesin supportof h.



Maximum a Posteriori (MAP) Hypothesis

AIn manylearningscenariosthe learnerconsidersomesetof candidatenypotheses

H and is interested ifinding the mostprobablenypothesidh. H giventhe
observedataD. Any suchmaximallyprobablehypothesiss calleda maximuma

posteriori(MAP) hypothesis

A Bayestheoremto calculatethe posteriorprobability of eachcandidatenypothesigs hysp
Is a MAP hypothesigprovided |
hyrap = argmax P(h|D)
heH

P(D|h)P(h)
= argmax
het P(D)
= argmax P(D|h)P(h)

heH

A P(D) canbedroppedpecausét is aconstanindependentf h



Maximum Likelihood (ML) Hypothesis

In somecasesit is assumedthateveryhypothesisn H is equallyprobablea priori
(P(hy) = P(hy) for all h; andh; in H).

In this casethe belowequationcanbe simplified andneedonly considertheterm
P(D|h) to find themostprobablehypothesis.

hyrap = argmax P(D|h)P(h)
heH

the equation can be simplified

har, = argmax P(D|h)
heH

P(D|h) is oftencalledthelikelihood of thedataD givenh, and anyhypothesighat
maximizesP(D|h) is calleda maximumlikelihood (ML) hypothesis



Example

Consideramedical diagnosiproblemin which therearetwo alternativehypotheses
AThepatienthasa particularform of cancer(denotedoy cance)
AThepatientdoes no(denoted by~ cancel)

Theavailabledatais from a particularlaboratorywith two possibleoutcomes:+
(positive)and- (negative)

P(cancer) = .008 P(—cancer) = 0.992

P(%|cancer) = .98 P(S|cancer) = .02
P(&|—-cancer) = .03  P(8|—-cancer) = .97

10



A Suppose newpatientis observedor whomthelab testreturnsa positive (+)
result.

A Shouldwe diagnosehe patientashavingcanceror not?

P(&|cancer)P(cancer) = (.98).008 = .0078
P(&|—cancer)P(—cancer) = (.03).992 = .0298
= hyprap = —cancer

11



BAYES HEOREMND CONCEPOIEARNING

Whatlis therelationshippetweerBayestheoremandthe problemof concept
learning?

SinceBayes theoremrovidesa principledwayto calculatéghe posteriomprobability

of each hypothesis given the training data, and can use it as the basis for a
straightforward learning algorithm that calculates the probability for each possible
hypothesisthen outputshe mostprobable.



Brute-Force BayesConceptLearning

We candesigna straightforwardconceptearningalgorithmto outputthe maximum
a posteriorinypothesisbased on Baydateoremasfollows:

Brute-Force MAP LEARNING algorithm

1. For each hypothesis h in H calculate the posterior probability

P(D|h)P(h)

P(h|D) = =%

2. Output the hypothesis hyr4p with the highest posterior probability

hayrap = argmax P(h|D)
heH

13



In orderspecifyalearningproblemfor the BRUTE-FORCE MAP LEARNING
algorithmwe mustspecifywhatvaluesareto beused forP(h) and forP(D|h) ?

LetschooseP(h) andfor P(D|h) to be consistentith thefollowing assumptions:

A The trainingdataD is noisefree(i.e.,d = c(x))
A Thetargetconcept is containedn the hypothesispaceH
A We haveno a priori reasorto believethatanyhypothesiss moreprobablethananyother.



What valueshouldwe specifyfor P(h)?

A Givenno priorknowledgethatonehypothesiss morelikely thananother, is
reasonabléo assign theameprior probabilityto everyhypothesig in H.

A Assumethetargetconcepis containedn H andrequirethattheseprior
probabilitiessumto 1.

1
P(h) = ] forall h € H



What choiceshallwe makefor P(D|h)?

A P(DJ|h) is the probability of observingthe targetvaluesD = (d: . . .d,,) for the
fixed set ofinstancegxs . . . X,), givenaworld in which hypothesish holds

A Since we assumenoisefree training data, the probability of observing
classificationd; givenh isjustlif d. = h(x;) andOif d. # h(x;). Therefore,

1 ifd; =h(x;) foralld;, € D

PR =
0 otherwise



Giventhesechoicedor P(h) andfor P(D|h) we now havea fully -definedproblem
for theaboveBRUTE-FORCE MAP LEARNING algorithm.

In afirst step,we haveto determinghe probabilitiesfor P(h|D)
h Is inconsistent with training data D

0-P(h
PEaly = 22\ g
P(D)
h is consistent with training data D
1 ;1
b _ Lo !

P(h|D) =

17



To summarizeBayestheoremmpliesthatthe posteriomrobability P(h|D)under
ourassumed P(lgndP(D]h) is

Ws'l_ if & is consistent with D
i} H.pl
P(h\D) =

0 otherwise

where|VS, p| is thenumberof hypothesesrom H consistentith D

18



The Evolution of Probabilities Associatedwith Hypotheses

AFigure(a) all hypothesesavethe sameprobability.

AFigures (b) and (c), Asaining data accumulates, the posterior probability for
Inconsistenhypothese®ecomezerowhile thetotal probabilitysummingto 1is
sharedequallyamongthe remainingconsistenhypotheses.

P(h) P(h|D1)

| .\

P(h|D1,D2)

I hypotheses

(a)

hypotheses
()

hypotheses
(c)

19



MAP Hypothesesand ConsistentLearners

A learning algorithm is a consistelgiarner if it outputs &ypothesisthat commits zero errors over
the trainingexamples.

Every consistentlearner outputs a MAP hypothesis,if we assumea uniform prior probability
distributionover H (P(h) = P(h) for all i, J), anddeterministic,noisefree training data(P(D|h) =1 if
D andh areconsistentandO otherwise).

Example:
A FIND-S outputs a consistent hypothesis, it will output a MAP hypothesis under the probability
distributionsP(h)andP(D|h)definedabove.

A Are there other probability distributions for P(h) and P(D|h) under which FBNiditputs MAP
hypothesesYes.

A BecauseFIND-S outputs a maximally specific hypothesisfrom the version space,its output
hypothesiswill bea MAP hypothesigelativeto anyprior probabilitydistributionthatfavoursmore
specifichypotheses.



ABayesiarframework isaway to characterizéhe behaviourof learningalgorithms

ABY identifying probability distributionsP(h) and P(D|h)underwhich the outputis
a optimal hypothesis, implicit assumptions of the algorithm can be characterized
(InductiveBias)

AlInductiveinferencds modelledby anequivalentprobabilisticreasoningystem
basedn Bayes theorem



MAXIMUM LIKELIHOOD AND LEAST-SQUARED
ERROR HYPOTHESES

Consider the problem of learning a continueasied target function such as neural
networklearning linearregressionandpolynomialcurvefitting

A straightforward Bayesian analysis will show that under certain assumptions any
learning algorithm that minimizes the squared error between the output hypothesis
predictionsandthetrainingdatawill output amaximum likelihood ML) hypothesis



Learning A Continuous-Valued Target Function

A LearnerL considersininstancespaceX and ahypothesispaceH consistingof someclassof reat
valuedfunctionsdefinedoverX, i.e., { h~ H)[ h: X Y R] andtrainingexamplef theform

<x;,d:>
A Theproblemfacedby L is to learnanunknowntarget functiorf : X Y R
A A set of m training examples is provided, where the target value of each example is corrupted by
randomnoisedrawnaccordingo a Normal probabilitydistributionwith zeromean (d= f(x;) + &)
A Eachtrainingexample isa pairof the form(x; ,d ) wheredi=f (x;) + e .
'{hHere_f(xi) IS the noisefreevalueof thetargetfunctionande is arandomvariablerepresenting
enoise.

I It is assumed that the valuestiboé earedrawn independenthand that they are distributed
accordingo a Normal distribution with zeromean.

A Thetaskof thelearneris to outputa maximumlikelihnood hypothesisor, equivalently a MAP
hypothesisassuming alhypotheseareequallyprobablea priori.



Learning A Linear Function

The targetfunction f corresponds to thesolid A
line. y
The training examples (xi , di ) are assumed to
have Normally distributed noise ei with zero
meanadded tdhetruetarget value {xi ).

The dashedline corresponds tdhe hypothesis
h,, with leastsquared training error, hence the
maximumlikelinood hypothesis.

Noticethatthe maximumlikelihood hypothesiss

not necessarily identical to the correct
hypothesis, fbecause it is inferred from only a
limited sampleof noisytrainingdata x




Beforeshowingwhy a hypothesighatminimizesthe sumof squarecerrorsin this settingis alsoa
maximum likelihood hypothesis, let us quickly revipwobability densities and Normal
distributions

Probability Densityfor continuousvariables

p(xg) = Iing 1P(xO < X< X9+ e€)
e—0 €

e: arandomnoisevariablegeneratedby a Normal probabilitydistribution
<X1...Xy>. thesequencef instancegasbefore)
<d,...d;>: thesequencef targetvalueswith di = f(x;) + e



Normal Probability Distribution (GaussianDistribution)

A Normaldistributionis a smooth, belshapedlistributionthatcanbe completely
characterizethy its means  a nstandartteviation(

Normal distribution with mean 0, standard deviation 1
04

0.35
03 [
025 |
02 F
0.15 |
0.1
0.05




* A Normal distribution is fully determined by two parameters in the formula: pand & .

* [fthe random variable X follows a normal distribution:

- The probability that X will fall into the interval (a, b) is /(,b p(x)dx
- The expected, or mean value of X, E[X] =

- The variance of X, Var(X) = o2

- The standard deviation of X, 6, = G

* The Central Limit Theorem states that the sum of a large number of independent, identically
distributed random variables follows a distribution that is approximately Normal.

27



Usingthe previousdefinition of h,,, we have

hy = argmaz p(D|h)
heH

Assumingtrainingexamplesaremutuallyindependengiven h,we canwrite P(D|h)asthe productof
the variougd|h)

m

hyr, = argmax Hp(d,,j\h)
heH i1

Giventhenoisee beys a Nor mal di stribution A4yeathld zer o
mustalso obeya Normaldistributionaroundthetruetargetvalue f(¥. Becausave arewriting the
expressiorior P(D|h),we assuméh is the correctdescriptionof f. Hence, = f(x;) = h(x)

m

1 — 1 _(d:i—h(x:))?
hyrp = argmax H e~ 3.2 (di—h(zi))
e

hecH V2mo?

28



heH iy V2mo

It is commonto maximizethelesscomplicatedogarithm, whichs justified becaus®f the
monotonicityof functionp.

’

1
V2ro? 202

Thefirst termin this expressions a constantndependendf h andcanthereforebediscarded

(di — h(x)))?

m
= argmax » In
hel 54

: 1
= argmin ) 552 (0 - h(x;))?

29



Finally Discard constanthatareindependenof h

harp = argmin Z(dl — h(g_,[.))2
heH i

A theh,,_is onethat minimizeghe sumof the squarederrors

Why is it reasonableto choosethe Normal distribution to characterizenoise?
A goodapproximatiorof manytypesof noisein physicalsystems

A CentralLimit Theoremshowsthatthe sumof a sufficiently largenumberof independent,
identicallydistributedrandomvariablegtself obeysa Normal distribution

Only noisein the target valueis considered,not in the attributes describing the instances
themselves



MAXIMUM LIKELIHOOD HYPOTHESES-OR
PREDICTINGPROBABILITIES

Considerthesettingin whichwe wish tolearnanondeterministigprobabilistic)
functionf : XY { 1}, which haswo discreteoutputvalues.

We wanta functionapproximatomvhoseoutputis the probabllitythatf(x) = 1
In otherwords , learnhetargetfunction
f 0X Y [0, 1] suchthatf &) =P(f(x) =1)

How can welearnf' usinga neuralnetwork?

Useof bruteforcewaywould beto first collectthe observedrequencie®f 1'sand
O's for each possible value of x and to then train the neural network to output the

targetfrequencyfor each x.



Whatcriterion shouldwe optimizein order to find a maximunlikelihoodhypothesis
for f' In thissetting?

A Firstobtainan expressiofor P(D|h)

A Assume the training data D is of the form D ={(&,) . . . (%, d.)}, where dis the observed 0 or
1 valuefor f (x;).

A Both x, andd. asrandomvariables and assuminthateachtrainingexample isdrawn
Independentlywe canwrite P(D|h)as

m
P(D| h)=]] P(xi.di | h)
i=1
Applying the productrule

P(D| h) = ﬁ P(d; | h, x;)P(x;)
=1



The probability P(d|h, x;)
hix;) ifdi=1
P(di|h, x;) =
(I1-h(x)) ifd; =0

Re-expresst in amoremathematicallymanipulabldorm, as

P(dith, x:) = h(xi)% (1 — h(x;))' ™4

Equation(4) to substitutdor P(d |h, X;) in Equation(5) to obtain

P(DIh) = [ [RG)% (1 = h(x:)' ™% P(x;)
i=1

equ (3)

equ (4)

equ (5)
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We write anexpressiorfor the maximumlikelihood hypothesi:

R -argmaxﬂh(x,)d(l h(xi))' ™% P(x:)
heH

i=1

Thelasttermis a constanindependendf h, soit canbedropped

hy L = argmax n h(x)% (1 = h(x;)) ™ equ (6)
heH i=1

It easierto workwith thelog of thelikelihood, yielding

hyr = argmade Inh(x;))+ ( —d)In(1 — h(x;)) equ©
heH

i=1

Equation(7) describeshe quantitythatmustbe maximized inorderto obtainthe maximum
likelihood hypothesisn our currentproblemsetting

34



Gradient Searchto Maximize Likelihood in a Neural Net

Derivea weighttraining rule for neuralnetworklearningthatseekso maximizes(h, D) using

gradientascent

A Thegradientof G(h, D) is givenby the vectorof partialderivativesof G(h, D)with respecto the
variousnetworkweightsthat defineghe hypothesid representely thelearnednetwork

A In this casethe partiaderivativeof G(h, D) with respecto weightw;, frominputk to unitj is

dG(h,D) _ zm: dG(h, D) oh(xi)
Wk oh(x;) Owj

d(diInh(x;) + (1 — d;) In(1 — h(x;))) Oh(x;)
Z doh(x;) OWijk

=1

m

2"’: d hx,) dh(x;)
h(x h(x;)) Ow equ (1)

i=1
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Suppos@ur neuralnetworkis constructedrom a singlelayerof sigmoid units. Then,

oh(x;)
awjk

= o’ (x;)xijk = h(x;)(1 — h(x;))xijk

wherex; is thek™ inputto unitj for thei™ trainingexample, and d(xp thederivativeof the sigmoid
squashindunction.

Finally, substitutinghis expressiornto Equation(1), we obtaina simpleexpressiorior the
derivativeghatconstitutethe gradient

dG(h, D)
awjk

=) (di — h(x)) xij

i=l
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Because we seek to maximize rather than minimize P(D|h), we pegfadient ascentather than
gradient descent searclOn each iteration of the search taeight vector is adjusted in the direction

of thegradientusingthe weightupdaterule
Wik < Wik + Awjg

Where,

m
Awjx =1 Z(di — h(xi)) xijk equ (2)
i=1

whered is asmallpositiveconstanthatdetermineshe stepsizeof thei gradientascensearch
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It is Interesting to compare this weightupdate rule to the weightupdate rule used by the
BACKPROPAGATION algorithm to minimize the sum of squared errors between predicted and

observedhetworkoutputs.
The BACKPROPAGATION update rule for output unit weights,expressed usg our current

notation,is
Wik < Wjk + Awji

Where,

Awje =1 ) k)L —hG))(d; = h(x:) ije
i=1
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MINIMUM DESCRIPTION LENGTH PRINCIPLE

A A Bayesianperspectiveon O ¢ ¢ a rafos
A Motivatedby interpretingthe definition of hysp in the lightof basicconceptdrom information

theory.
hyrap = argmax P(D|h)P(h)
he H

which canbeequivalentlyexpresseah termsof maximizingthelog.

hyrap = argmax logy P(D|h) + log, P(h)
he H
or alternatively minimizing the negativeof this quantity

hyrap = argmin — log, P(D|h) — log, P(h) equ (1)
he H

A This equationcanbe interprete@sa statementhatshorthypothesesarepreferredassuming
particularrepresentatioschemdor encodinghypotheseanddata
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Introduction to a basicresult of information theory

A Considetthe problemof designinga codeto transmitmessagedrawnat random
Ai isthemessage
A Theprobabilityof encounteringnessageis p

A Interested in the most compact code; that is, interested in the code that minimizes the
expectechumberof bits we musttransmitin orderto encodea messagerawnatrandom

A To minimize theexpectedcodelengthwe shouldassignshortercodeso messagethatare
moreprobable

A ShannorandWeaver(1949)showedhatthe optimal code(i.e., the codethatminimizes
theexpected messadength)assigns log, pibitstto encodemessage

A Thenumberof bits requiredto encodemessage usingcodeC asthe descriptionlength
of message with respectto C, which wedenoteby L (i).



Interpretingthe equation

hyrap = argmin — logy P(D|h) — logy, P(h) equ (1)
he H

A -log:P(h):thedescriptionlengthof h underthe optimalencodingfor the hypothesis spadd
Ly (D) =T | @), whereC, is theoptimal codefor hypothesispaceH.

A -log:P(D | h): the description length of the training data D given hypothesis h, under the
optimal encoding fro the hypothesis space H;L D| h ) ,PD| h) |whaye G, is the
optimal code for describing data D assuming that both the sender and receiver know the
hypothesid.

Rewrite Equation(1) to show that hysp is the hypothesish that minimizesthe sum given by the
descriptionengthof the hypothesigplusthe descriptiotengthof the datagiventhe hypothesis.

hJWAP = argmin LC'H (h) -+ LCD|h (D|h)
he H
whereC,; andCy, arethe optimalencodinggor H and forD givenh
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TheMinimum DescriptionLength(MDL) principlerecommendshoosinghehypothesighat
minimizesthe sumof thesetwo descriptionengthsof equ.

hyrap = argmin Lo, (h) + Lepn (D|h)
heH

Minimum DescriptionLengthprinciple:

hmpr = argmin Lg, (h) + Le, (D | h)
heH

Where,codesC: andC; to representhe hypothesisaand thedatagiventhe hypothesis

Theabove analysishowsthatif we chooseC; to betheoptimalencodingof hypothese€,,, and if
we choosé, to be theoptimalencodingCp,, then Ryp = hyap
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Application to DecisionTree Learning

Apply the MDL principleto the problemof learningdecisiontreesfrom some traininglata.
Whatshouldwe choosdor therepresentation§€: and C; of hypotheseanddata?

A For C1: C; might be some obvious encoding, in which the description length grows with the
numberof nodesandwith the numberof edges

A For C2: Suppose that the sequencénsitances (x. . .x,) is already known to both the transmitter
andreceiver sothatwe neednly transmitthe classificationgf (x1) . . . f (X,)).
Now if the training classifications(f (x1) . . .f(x,)) are identical to the predictionsof the

hypothesis,then there is no need to transmit any information about these examples. The
descriptionengthof the classificationgyiventhe hypothesiZERO

If examples are misclassified by h, then for each misclassification we need to transmit a messag
thatidentifieswhich exampleis misclassifiedaswell asits correctclassification

The hypothesish,,p, underthe encodingC, and C, is just the onethat minimizesthe sumof these
descriptionengths.



A MDL principleprovidesaway fortradingoff hypothesicomplexityfor the numberof errors
committedby the hypothesis

A MDL providesaway to dealwith the issuef overfittingthe data.
A Shortimperfecthypothesisnaybeselectedveralong perfecthypothesis.



MachinelLearning:Lecture8

Computationalearning
Theory

(Basedon Chapter7 of Mitchell T..,
MachinelLearning,1997)



Overview

A Are theregeneralawsthatgovernlearning?

- SampleComplexity:How manytrainingexamplesreneededor

a learner to converge (with high probability) to a successful
hypothesis?

~ ComputationalComplexity:How muchcomputationaéffort is
needed for a learner to converge (with high probabillity) to a
successfuhypothesis?

- Mistake Bound: How manytrainingexampleswill thelearner
misclassifybeforeconverging taa successfuhypothesis?

A Theseguestionswill be answeredvithin two analytical
frameworks:

- TheProbablyApproximatelyCorrect(PAC) framework
~ TheMistake Bound framework



Over vi

ew (Contod

~ Rather than answering these guestions for
iIndividual learners, we will answer them for
broad classes of learners. In particular we wil
consider:

- Thesizeor complexityof the hypothesispace
consideredy thelearner.

Sl
a

e

successfuhypot

pproximated.

ne probabilityt

neaccuracyto which thetargetconcept mushe

natthelearnemwill outputa
nesis.

- Themannenn whichtrainingexamplesre
presentedo thelearner.



ThePAC LearningModel

A Definition: ConsideraconcepftclassC
defined over a set of instance®f lengthn
and a learnek using hypothesis spa¢e Cis

PAC-learnableby L usingH if for all ¢l C,
distributionsD overX, e such thaD<e< 1/2,
andd such thab< d <1/2, learnern will, with
orobability at leasfl- d), output a hypothesis

nl H suchthaterrory(h) ¢ e, in time thatis
nolynomialin 1/e, 1/d , n , andsize(c).




SampleComplexityfor Finite
HypothesisSpaces

A Given anyconsisteniearner, the number of examples
sufficientto assuréghatanyhypothesisvill beprobably
(with probability (1- d)) approximately (within erroe)
correctis m=1/e (In|H|+In(1/d))

A If thelearneris not consistentm= 1/2e2 (In|H|+In(1/d))

A Conjunctionsf BooleanLiteralsarealsoPAC-
Learnableandm= 1/e (n.In3+In(1/d))

A k-termDNF expressionarenot PAC learnablébecause
even though they have polynomial sample complexit
their computationatomplexityis not polynomial.

A Surprisingly,howeverk-termCNFis PAC learnable.
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SampleComplexityfor Infinite
HypothesisSpaces:. VC-Dimension

A ThePAC Learningframeworkhas?2 disadvantages:
It canleadto weak bounds
- SampleComplexityboundcannotbe established for
Infinite hypothesispaces
A We introducenewideasfor dealingwith theseproblems:
~ Definition: A setof instancess Is shatteredy hypothesi:
space Hff for every dichotomy of S there exists some
hypothesisn H consistentvith this dichotomy.
~ Definition: The VapnikChervonenkis dimension,
VC(H), of hypothesispaceH definedoverinstance
spaceX Is thesizeof thelargestfinite subsebf X
shatteredby H. If arbitrarily largefinite setsof X can &
shatteredby H, thenVC(H)=x

6



SampleComplexityfor Infinite
HypothesisSpaces|

A UpperBound onsam

A

Dimension m? 1/e (4
_ower Boundonsam

Dimension

learner., andany0O <

nlecomplexity,usingthe VC-
ogp(2/d)+8VC(H)log(13/€)

nlecomplexity,usingthe VC-

Consider any concept cla8ssuch thavC(C)2 2, any

e<1/8,and0<d< 1/100.Then

thereexistsa distributionD and targetoncepin C
such that IfL observes fewer examples than
max[1/elog(1/d),(VC(C)1)/(32e)]
thenwith probabilityat leasid, L outputsa hypothesis

h havingerrory(h)> e.

-



VC-Dimensionfor NeuralNetworks

A Let G be a layered directed acyclic graph with

Input nodes an& 2 internal nodes, each having
at mostr inputs.Let C beaconcept classverR’
of VC dimensiord, corresponding to the set of
functions that can be described by each okthe
Internal nodes. LeT; be the Gcomposition of

C, corresponding to the set of functions that can
be represented y. ThenVC(C;)¢2dslog(es)
wheree Is the baseof the naturallogarithm.

A This theorem can help us bound the-VC

Dimension of a neural network and thus, its
samplecomplexity(See [Mitchell, p.219])!




TheMistake Bound Model of Learning

A TheMistake Boundframework is different from
the PAC framework as it considers learners that
receive a sequence of training examples and that
predict, upon receiving each example, what its
targetvaluels.

A Thequestionaskedin this settingis: fi Ho w
many mistakes will the learner make In its
predictionsbeforeit learnsthe targetc o nc e pt %

A This question is significant in practical settings
wherelearningmustbe donewhile thesystemis
In actualuse.



Optimal MistakeBounds

A Definition: Let C be an arbitrary nonempty
concept class. The optimal mistake bound
for C, denotedOpt(C), iIs theminimumover
all possibldearningalgorithmsA of M ,(C).

Opt(C):mlr]AI Learning_ Algorithm MA(C)
A Foranyconcept clas€, theoptimal
mistakeboundis boundasfollows:

VC(C) ¢ Opt(C) ¢ log(|C])
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A Case Studyl heWeignhtea
Majority Algorithm

a, denotes thehiprediction algorithm in the pod of
algorlthm w; denotegheweightassociateavith a,.

A Forall i |n|t|aI|zew <--1

A Foreachtraining example:x c(x)>

~Initialize gyandqg, to O

- Foreachprec
Alf a,(x)=0t

ictionalgorithmai
N€NQp <-- QoW

Alf a(x)=1t

NENGy <-- g;*W

f g, > gy thenpredictc(x)=1

f g,> g, thenpredictc(x) =0

~ If gy=q, thenpredictO or 1atrandomfor c(X)
. Foreachpredictionalgorithma; in A do

Alf a(x) | c(x) thenw; <-- bw

11



RelativeMistakeBoundfor the
WeightedMajority Algorithm

A Let D beanysequencef trainingexampleslet A
be any set of n prediction algorithms, ancklee
the minimum number of mistakes made by any
algorithm InA for the training sequend2. Then
the number of mistakes ovBrmade by the
WeightedMajority algorithm usindd=1/2is at
most  2.4(k+ logon).

A Thistheoremcanbegeneralizedor any0 ¢ b ¢1
wherethe boundbecomes

(k log, 1/b + log,n)/log,(2/(1+ b))

12



INSTANCE-BASE LEARNING

A Instancebasedearningmethodssimply storethetrainingexamples
Insteadof learningexplicit descriptionof thetargetfunction.
I Generalizingheexampless postponedintil anewinstancemustbeclassified.
I Whenanew instance isncounteredtis relationshipto the storedexampless
examinedn orderto assignatargetfunctionvaluefor thenewinstance.
A Instancebasedearningincludesnearestneighbor, locally weighted
regressionandcasebasedreasoningmethods.

A Instancebased methods are sometimes referred tazgdearning
method®ecause thegtelayprocessingintil anewinstancemustbe
classified.

A A keyadvantag®f lazylearningis thatinsteadof estimatinghetarget
function once for the entire instance space, these methods can esti
it locally anddifferently for eachnewinstanceo be classified.



k-NearestNeighbor Learning

A k-NearesNeighborLearningalgorithmassumesll instances
correspondo pointsin then-dimensionakpaceR”

A Thenearesheighbors ofininstancearedefinedin termsof Euclidean
distance.

A Euclideandistancebetween thénstancesxi = <x1, € p>and

V4

Xj = <Xj1, € jp>are.

d(Xi, Xl) - \/é (Xir - )(jr)2

A For agivenqueryinstancexq, f(xq) is calculatedhefunctionvaluesof
k-nearesheighbor of x



k-NearestNeighbor Learning

A Storeall training examples<xi f(xi)>
A Calculatef(xq) for agiven queryinstancexq usingk-nearesheighbor
A Nearestneighbor: (k=1)
I Locatethenearestraingexamplexn, andestimate(xq) as
I f(Xq) « f(Xn)
A k-Nearestneighbor:
I Locatek nearestraingexamplesandestimate(xq) as

I If thetargetfunctionis realvalued,takemeanof f-values otk
nearesheighbors. ()

f(X q)— I

I If thetargetfunctionis discretevalued,takeavoteamongf-values
of k nearesheighbors.

CS464introductionto MachineLearning




When To Consider NearestNeighbor

A Instancesnapto pointsin R
A Lessthan20 attributesperinstance
A Lots of trainingdata
A Advantages
I Trainingis very fast
I Learncomplextargetfunctions
I Canhandlenoisydata
I Doesnotloose anyinformation
A Disadvantages
I Slowatqguerytime
I Easilyfooledby irrelevantattributes

CS464introductionto MachineLearning



DistanceWeighted kNN

Might want weight nearer neighbors more heavily...

.‘Tf"__ o 5 f (e

'\',"’t’.' I .

Jl&Ey) 4
where |
|
d(Bg; Er)*

and d(x,. ;) is distance between x, and x;

Ww; =

Note now it makes sense to use all training
examples mstead ol just k&

CS464introductionto MachineLearning



Curse of Dimensionality

Imagine instances described by 20 attributes. but
only 2 are relevant to target function

Curse of dimensionality: nearest nbr is easily
mislead when high-dimensional X

One approach:

o Stretch jth axis by weight z;, where z;, ...

Y
chosen to minimize prediction error

e Use cross-validation to automatically choose
weights 21, ..., 2,

e Note setting z; to zero eliminates this dimension

altogether

CS464introductionto MachineLearning



Locally Weighted Regressiol

KNN formslocalapproximatiorto f for eachquerypointxq
Why notform anexplicit approximationf(x) for regionsurroundingxg
C Locally WeightedRegression

Locally weightedregressionusesnearbyor distanceweightedtrainingexamplego
form thislocal approximatiorto f.

We might approximate théargetfunctionin the neighborhoodurroundingx, usinga
linearfunction, aguadratidunction,amultilayerneuralnetwork.

Thephrasé'locally weightedregression’is called
I local because¢hefunctionis approximatedasednly ondatanearthequery
point,
I weighted becausehe contributionof eachtrainingexamples weightedby its
distance fronthe querypoint, and

I regressionbecauséhisis thetermusedwidely in the statisticalearning
communityfor the problemof approximatingealvaluedfunctions.

CS464introductionto MachineLearning



Locally Weighted Regressiol

A Given a new query instance xg, the general approach in locally
weightedregressions to constructanapproximatiorf thatfits the
trainingexamples inhe neighborhoodurroundingxg.

A This approximatioris thenusedto calculatethevaluef(xq), whichis
outputastheestimatedargetvaluefor thequery instance.

CS464introductionto MachineLearning



Locally Weighted Linear Regressiol

f is approximated near x, using a linear function of the form

Fx) = wo + wia1(x) + - -+ + Wyas(x)
a;(x) denotes the value of the ith attribute of the instance x.

Minimize the squared error

1 A
E3(xy) = 5 > (f) = Fx))? K(d(xg, 1))

x€ k nearest nbrs of x

KernelfunctionK is thefunctionof distance thais usedto determine
theweight of eachtrainingexample.

Aw; = > K (d(xg, ) (f(x) = f(x)) a;(x)

x€ k nearest nbrs of x4

CS464introductionto MachineLearning



Radial BasisFunctions

A Oneapproactio functionapproximatiorthatis closelyrelatedto distanceweighted

regressiorandalsoto artificial neuralnetworksis learningwith radialbasisfunctions.

A Thelearnedchypothesiss afunctionof theform

k
) =wo+ Y waKu(d(xu, x))
=1

where each x, is an instance from X and where the kernel function K,(d(x.,x))
is defined so that it decreases as the distance d(x,, x) increases. Here k 1s a user-
provided constant that specifies the number of kernel functions to be included.
Even though f(x) is a global approximation to f(x), the contribution from each
of the K,(d(x,, x)) terms is localized to a region nearby the point x,,. It is common

to choose each function K,(d(x,,x)) to be a Gaussian function
centered at the point x, with some variance o2

L d?(x,, x)
Ku(d(xg,x) = e¥

CS464introductionto MachineLearning
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Radial BasisFunction Networks

L i i -
fle)=wo+ ¥ w, K, (dx,. 1))

u=1

| - “i'! I: Lyl

Illﬂiﬂ{(.}:ur .}_T:] :] — f'.j-_lr}ﬁ'

Eachhiddenunit producesanactivation
determinedy a Gaussiarfunction
centeredat someinstancexu.

Thereforejts activationwill becloseto
zerounlesstheinput xis nearxu.

Theoutputunit produceslinear
combination of the hidden unit
activations.

CS464introductionto MachineLearning 11



Casebasedreasoning

A Instancebasedmethods
I lazy
I classificationbasedn classificationf near(similar) instances
I data:pointsin n-dim. space
A Casebasedeasoning
I asabove, butlata represented symbolicform
A New distancemetricsrequired

CS464introductionto MachineLearning
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Lazy & eagerlearning

A Lazy: generalizeatquerytime
i kNN, CBR
A Eagergeneralizebeforeseeingquery
I Radialbasis|D3, e
A Difference
I eagemustcreateglobalapproximation
I lazy cancreatemanylocal approximation

I lazy canrepresentnorecomplexfunctionsusingsameH (H =linear
functions)

CS464introductionto MachineLearning 13



MachinelLearning:Lecturel?

GeneticAlgorithms

(Basedon Chapte9 of Mitchell, T.,
Machine Learningl1997)



Overviewof GeneticAlgorithms (GAS)

A GA is alearningmethodmotivatedby
analogyto biologicalevolution.

A GAs searchthe hypothesispacedy
generating successbypothesesvhich
repeatedly mutate and recombine parts of
the bestcurrentlyknown hypotheses.

A In GeneticProgramming GP),entire
computemprogramsareevolvedto certain
fitness criteria.



GeneralOperationof GAS

A Initialize Population generate hypothesestrandom.
A Evaluate for eachp, computefitness(p)

A While Max,, Fitness(h)< Thresholddo

~ Selectprobabilisticallyselectafractionof thebestpd & P. Call
thisnewgeneratiorPy.,,

—Crossoverpr obabi listically form
producetwo offspringsby applying thecrossovepperatorAdd all
offspringsto P,...,

~ Mutate: Choosem% of Py, With uniform probability. For each,
iInvert onerandomlyselectedit in its representation.

- Update P<- P,
~ Evaluate for eachp in P, computefitness(p)

A Returnthe hypothesigrom P thathasthe highestfitness.



Representing Hypotheses

A In GAs, hypotheses are often represented by bit
strings so that they can be easily manipulated by
geneticoperatorsuchasmutationandcrossover.

A Examples

(Outlook= Overcasv Rain)” (Wind = Strong)
<=> 011 10

IF Wind = StrongTHEN PlayTennis= yes
<=> 11110 10

where group 1 =-%a
group 2 = 2va
group3 = 2-va

uedc
uec

uedc

outlook,
Wind
PlayTennis



GeneticOperators

A CrossoverTechnigues:
~ Singlepoint Crossover.
Maskexample11111000000
- Two-pointCrossover.
Maskexample00111110000
~ Uniform Crossover.
Maskexample10011010011
A Mutation Techniques;
~ PointMutation
A Other Operators:
~ SpecializatiorOperator
~ GeneralizatiorOperator




FitnessFunctionandSelection

A A simple measure for modeling the probability that
hypothesis will be selected is given by flieess
proportionateselection(or roulettewheelselection):

Pr(h;)= Fitness(h)/S.-,P Fitness(h)
A OthermethodsTournamentSelectionandRank
Selection.

A In classificationtasks the Fitnessfunctiontypically
has a component that scores the classification
accuracy over a set of provided training examples.
Other criteria can be added (e.g., compleaity
generalityof therule)



HypothesisSpaceSearch (1)

A GA search can move very abruptly (as compared to
Backpropagation, for example), replacing a parent
hypothesidy anoffspringthatmay beradicallydifferent
from theparent.

A Theproblemof Crowding when onendividualis morefit
than others, this individual and closely related ones will

~ takeup alargefractionof thepopulation.

A Solutions:

- Usetournamenbr rank selectionnsteadof roulette
selection.

~ Fitnesssharing

~restriction onthekindsof individualsallowedto
recombingo form offsprings.




HypothesisSpaceSearchll):
The Schemal heoremHolland, 75]

A Definition: A schemads any stringcomposeaf
0s,1sand*s where* mean® d omart e O .

A Example:schema 0*10 represents strings 0010
and0110.

A The Schema TheorenMore fit schemas will
tend to grow In influence, especially schemas
containing a small number of defined bits (i.e.,
containinga largenumberof *s), andespecially
when thee defined bits are near one another
within thebit string.




Genetic Programming:.
RepresentingPrograms

A Example: sin(x)+sqrt(2+y)



GeneticProgrammingCrossover

Operation
A Example:

10



Models of Evolution and Learning I:
LamarckianEvolution[Late 19th C]

A Proposition: Experiences of a single organism
directly affect the genetic makeup of their
offsprings.

A AssessmenfThis propositionis wrong: the

genetic makeup of an individual is unaffected by
thelifetime experience®f o n ebmlegical parents.

A However Lamarckian processes can sometimes
Improvetheeffectivenes®f computerizeayenetic
algorithms.

11



Models of Evolution and Learning Il
Baldwin Effect[1896]

A If a species is evolving in a changing environment, there
will beevolutionarypressurdo favor individualswith the
capabllityto learnduringtheirlifetime.

A Thoseindividuals who are able to learn many traits will
rely | ess strongly ewn rteloe
traits. As a result, these individuals can support a more
diverse gene pool, relying on individual learning of the
Ami s si ngoop torminzsaudbe geheticacaode.
This more diverse gene pool can, in turn, support more
rapid evolutionary adaptation. Thus the capability of
learningcanacceleratéhe rateof evolutionaryadaptation
of apopulation.

12



ParallelizingGeneticAlgorithms

~ GAs arenaturallysuitedto parallelimplementation.
Differentapproachesveretried.

- Coarse Grain: subdivides the population into distinct
groups of individualsdeme$ and conducts a GA searc
iIn each deme. Transfer between demes odtuwsigh
iInfrequently)by a migrationprocessn whichindividuals
from onedemearecopiedor transferredo otherdemes

- FineGrain: Oneprocessors assignegerindividual in
the population and recombination takes place among
neighboringndividuals.

13



Artificial Intelligence Laboratory

MachinelLearning

Chapter 10.Learning Setsof Rules

Tom M. Mitchell




Artificial Intelligence Laboratory

LearningDisjunctiveSetso
Rules

Method 1: Learn decision tree, convert to
rules

A Method2: Sequentiatoveringalgorithm:

1. Learnonerule with highaccuracyany
coverage

2. Remove positive examples covered by this
rule

3. Repeat
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Sequential Coveringlgorithm

SEQUENTIAL-
COVERING (Targetattribute; Attributes;Examples;Threshold
A Learnedrules« {}

A Rule« LEARN-ONE-
RULE(Target_attributeAttributes,Example$

A while PERFORMANCE(Rule,Example}
> Threshold do
I Learned rules Learned rules Rule
i Examples< Examples {examplescorrectlyclassifiedby Rulg

I Rule« LEARN-ONE-
RULE (Target_attributeAttributes,Example$

i Learned_rules< sortLearned_rulesiccordto
PERFORMANCEover Examples

I returnLearned_rules
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LearnrOneRule

IF
THEN PlayTennis=yes

IF Wind=weak
THEN PlavTennis=yves

IF Wind=strong IF Humidity=high

THEN PlayTennis=no IF Humiditv=normal THEN PlavTennis=no

THEN PlayTennis=yves

IF Humiditv=normal
Wind=weak
THEN PlayTennis=yes

IF Humidity=normal IF Humiditv=normal
Wind=strong IF Humidity=normal OQutlook=rain
THEN PlayTennis=ves Oritlook=sunnv THEN PlayTennis=yes

THEN PlayTennis=ves
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LearnrOneRule(Cont.)

Pos« positiveExamples
Neg« negativeExamples

while Pos do
LearnaNewRule
- NewRule< mostgenerakule possible
- NewRulex Neg
- while NewRuleNeglo

Adda newliteral to specializeNewRule
1. Candidatditerals « generatecandidates
2. BeSt_IiteraI« argmax; candidatiterals
Performance(SpecializeRule(NewRW;
3. addBest_literalto NewRulgoreconditions
4. NewRuleNeg subsebf NewRuleNeg
thatsatisfiesNewRulgreconditions
- Learned_rulex Learned rulesr NewRule
- Pos« Posi {membersof Poscoverdby NewRulé
A ReturnLearned_rules

> >
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SubtletiesiLearnOneRule

1. May usebeamsearch
2. Easilygeneralizeso multi-valuedtargetfunctions

3. Chooseevaluatiorfunctionto guidesearch:
I Entropy(i.e.,informationgain)
I Sampleaccuracy: N

T
wheren, = correctrule predictionsh = all predictions

A m estimate: Ne T Mmp
n+m
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Variantsof RuleLearningPrograms

A Sequentiabr simultaneougoveringof data?
A General specific,or specific- general?
A Generateandtest,or exampledriven?
_'Whetherand howto postprune?

A Whatstatisticalevaluationfunction?
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LearningFirst OrderRules

Why dothat?

A Can learrsetsof rulessuchas
Ancestor(xy) « Parent(x;y)
Ancestor(x; yx Parent(x;z)”™ Ancestor(z,

y)
A Generaburposeprogramminganguage
PROLOG : programsaresetsof suchrules
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|rstrer uletor Classi
Pages

[Slattery,1997]

course(A)«
hasword(A, instructor),
Not hasword(A, good),
link-from(A, B),
hasword(B, assign),
Not link-from(B, C)
Train:31/31,Test:31/34
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FOIL(T arget_predicate, Predicates, Examples)
e Pos < positive Examples
e Neg < negative Erxamples
e while Pos, do

Learn a NewRule
— NewRule < most general rule possible
— NewRuleNeg <+ Neg
— while NewRuleNeg, do
Add a new literal to specialize New Rule
1. Candidate_literals < generate candidates
2. Best_literal <
ArgMAaxy c cundidate titerats £ oHU_Gain(L, N ew Rule)
3. add Best_literal to New Rule preconditions
4. NewRuleNeg < subset of NewRuleN eg
that satisfies New Rule preconditions
— Learned_rules < Learned_rules + New Rule
— Pos < Pos — {members of Pos covered by
NewRule}

e Return Learned_rules
10
S
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SpecializingRulesin FOIL

Learning rule: P(xy,x2,...,x1) < L1...L,
Candidate specializations add new literal of form:

e (vi,...,v.), where at least one of the v; in the
created literal must already exist as a variable in
the rule.

o Equal(x;, ), where x; and x}, are variables
already present in the rule

e The negation of either of the above forms of
literals

11
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InformationGainin FOIL

2 ; Pl P0
Foil Gain(L,R) = t|log, —————— — log, ———
( ) ( e P1+ 1y = Po + "?'0)

Where
e [ is the candidate literal to add to rule R
e pp = number of positive bindings of R
e np = number of negative bindings of 2
e p; = number of positive bindings of R + L
e 77 = number of negative bindings of 2 + L

e ¢ is the number of positive bindings of R also
covered by R + L

Note

e —log, L4 is optimal number of bits to indicate
the class of a positive binding covered by R >
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Inductionasinverted Deduction
Induction is finding A such that
(V(x;, f(x;)) € D) BAh Az F f(x;)
where
e r; 1s ith training instance
o f(x;) is the target function value for ;

e BB is other background knowledge

So let’s design inductive algorithm by inverting
operators for automated deduction!

12
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InductionasinvertedDe duct 1 «

“pairs of people, (u,v) such that child of u is v,

flx;) - Child(Bob, Sharon)
z;: Male(Bob), Female(Sharon), Father(Sharon, Bob)
B : Parent(u,v) < Father(u,v)

What satisfies (V(z;, f(x;)) € D) BAhAx; & f(a;)?

hy : Child(u,v) < Father(v,u)
hy o Child(u,v) < Parent(v, )

14
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InductionasinvertedDe duct 1 «

Induction is, in fact, the inverse operation of deduction, and
cannot be conceived to exist without the corresponding
operation, so that the question of relative importance cannot
arise.Who thinks of askingwhetheradditionor subtractions
the more important process in arithmetic? But at the same
time much difference in difficulty may exist between a direct
and inverse operation; : : : it must be allowed that inductive
Investigations e of a far higher degree of difficulty and
complexitythan anyquestionsol e duct i one.

(Jevonsl874)

15
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InductionasinvertedDe duct 1 «

We have mechanical deductive operators
F(A,B)=C, where ANBFC

need inductive operators

O(B, D) = h where (Y(z;, f(x;)) € D) (BAhAZ;) F f(a))

16
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InductionasinvertedDe duct 1 «

Positives:

e Subsumes earlier 1dea of finding A that "fits”
training data

e Domain theory B helps define meaning of “fit”
the data
BAhANx; F f(z;)

e Suggests algorithms that search H guided by B

17
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InductionasinvertedDe duct 1 «

Negatives:

e Doesn’t allow for noisy data. Consider
(V{wi, flwi)) € D) (BAhAw) b fla)

e ['irst order logic gives a huge hypothesis space H

— overfitting...
— intractability of calculating all acceptable i’s

18
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Deduction:ResolutionRule

P N L
-L V R
P N R

1. Given initial clauses '} and C5, find a literal L
from clause C'| such that =L occurs in clause C5

2. Form the resolvent C' by including all literals
from C'| and C5, except for L and —L. More
precisely, the set of literals occurring in the
conclusion C' is

C=(C1—{L}HU(C;—{~L})

where U denotes set union, and “—" denotes set

difference.

19
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Inverting Resolution

CZ'.' KnowMaterial —Study % KnowMaterial ~\/ = Study

C:f : PassExam NV T KnowMaterial C} :PassExam N —KnowMaterial

C: PassExam \ —Study

C: PassExam '\ —Study

20
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(Propositional)

1. Given initial clauses C and C, find a literal L

that occurs 1n c.

ause C, but not m clause C.

2. Form the seconc

| clause C5 by including the

following literals

Cy=(C— (€}~ {L}) U{-L}

21




Artificial Intelligence Laboratory

Firstorderresolution

First order resolution:

1. Find a literal L, from clause (', literal Lo from
clause C5, and substitution € such that

L160 = — L0

2. Form the resolvent C' by including all literals
from C160 and C%0, except for L0 and —L»0.
More precisely, the set of literals occurring in
the conclusion C' is

C=(C1={L})0U(Cy — {L2})0

22




Inverting First ordemresolution

Cy = (C = (Cr = {L1})61)0; " U {~L1616; "}

23
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Cigol

Father (Tom, Bob) GrandChild(y,x) VV = Father(x,z) \ = Father(z,y)

{Bob/y, Tom/z}

Father (Shannon, Tom) GrandChild(Bob,x) V = Father(x,Tom)

{Shannon/x}

GrandChild(Bob, Shannon)
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Progo

ProGoL: Reduce comb explosion by generating the
most specific acceptable h

1. User specifies H by stating predicates, functions,
and forms of arguments allowed for each

2. PROGOL uses sequential covering algorithm.
For each (x;, f(x;))

e F'ind most specific hypothesis h; s.t.
B A e e b flas)
— actually, considers only k-step entailment

3. Conduct general-to-specific search bounded by
specific hypothesis h;, choosing hypothesis with
minimum description length

25
=
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MachineLearning
Chapter 13. Reinforcement

Learning

Tom M. Mitchell
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ControlLearning

Considerdearningto chooseactionse.g.,

A Robotlearningto dockon batterycharger

A Learningto chooseactionsto optimizefactory output
A Learningto play Backgammon

Noteseveralproblemcharacteristics:

A Delayedreward

A Opportunityfor activeexploration

A Possibilitythatstateonly partially observable

A Possibleneedto learnmultiple taskswith same
sensors/effectors
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OneExample:TD-Gammon

Learnto play Backgammon

Immediatereward

A+100if win

A-100if lose

AO for all otherstates

Trainedby playing 1.5 million gamesagainsitself

Now approximatelyequalto besthumanplayer




B sk AFAS A4

borame.cs.pusan.ac. kr Artificial Intelligence Laboratory

Reinforcement.earningProblem

Agent
State Reward Action
Environment
S0 = S 7 = D .52 - —
0 7 2

Goal: Learn to choose actions that maximize

2 - - 1
o +'Y S : = Y <
’,.(}+‘Y' 7 s R Wl‘l(.,l'(., 0\
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Markov DecisionProcesses

Assume

A finite setof statesS

A setof actionsA

A ateachdiscretetime agentobservestates, | Sand
choosesctiona, | A

A thenreceivesmmediaterewardr,

A andstatechangeso s,

A Markov assumption s, = d(s, a ) andr, =r(s, &)
I lLe.r, ands,,; dependnly oncurrentstateandaction
I functionsd andr may benondeterministic

I functionsd andr not necessariljknownto agent
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Agent'sLearningTask

Execute actions in environment, observe results,
and

e learn action policy 7 : .5 — A that maximizes
2.
Ere + yrepr + v g2 + L]
from any starting state in S
e here O < v << 1 1s the discount factor ftfor future
rewards
Note something new:
e Target function i1s 7w : .S — A
e but we have no training examples of form (s, a)

e training examples are of form ((s,a), r)
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ValueFunction

To begin, consider deterministic worlds...

For each possible policy 7 the agent might adopt,
we can define an evaluation function over states

N 2
VT(s) =re+ e + Y T2 +
o -
= X YTty
i=0
where r4, 141,. .. are generated by following policy

7 starting at state s
Restated, the task is to learn the optimal policy 7~

7" = argmax V" (s), (Vs)
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) '_LDOI- {)
O
* lO * lCJ
o Q 105%
= —©
5] ——

(s, a) (Iimmediate reward) values

: )° e : )
20 100
—
L & SO0 ol 100 . G
j=a.| *
=20 100
— 81 _a— 920 I 100
Q(s, a) values V' (s) values
s

One optimal policy
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Whatto Learn

We might try to have agent learn the evaluation
function V™ (which we write as V)

It could then do a lookahead search to choose best
action from any state s because

77 (s) = argmax|r(s,a) +yV"(d(s, a))]
A problem:

e T'his works well if agent knows 0 : S <x A — 5,
and 7 : S <x A —-> R

e But when it doesn’t, it can’t choose actions this
way
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Q Function

Define new function very similar to V*

Q(s,a) =r(s,a) +yV*(d(s,a))

If agent learns 2, 1t can choose optimal action even
without knowing d!

7 (s) = arggnax[r(s, a) +~yV*(d(s,a))]

7 (s) = argmax Q(s, a)
43
(2 is the evaluation function the agent will learn

10
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TrainingRuleto LearnQ

Note @ and V* closely related:
V*i(s) = max Q(s,a’)

Which allows us to write 2 recursively as

Q(&t,at) ?"(St-,.&t) —|—’YV$(5(5MC1¢)))

(s, ar) + max Q(stq41,a’)

Nice! Let 2 denote learner’s current approximation
to . Consider training rule

Q(s,a) <« 7+~ max Q(s', a)
L

where s’ is the state resulting from applying action
a 1n state s

11
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Q Learningror Deterministic
Worlds

For each s, a initialize table entry Q(s,a) < O

Observe current state s

Do forever:
e Select an action a and execute it
e Recelve immediate reward »
e Observe the new state s’

e Update the table entry for Q(S, a) as follows:
Q(s,a) <« r + ¥ max Q(s',a")

12
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Updating Q

72 100 20 lUCI[
R R
53 o3
a8l 81
e
“ rigzht
initial state: S, next state: S,

(:)(.sl y Tright) *— T ymax (:?(.52, a’)
<— O+ 0.9 max{63,81,100}
<— 90
notice if rewards non-negative, then
(Vs,a, ) C?,,,+1 (SLEX == C?,,_(.s, a)

and

(Vs,a,n) 0< Q,(s,a) < Q(s,a)

13
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Q converges to . Counsider case of deterministic
world where see each (s, a) visited infinitely often.

LProof: Define a full interval to be an interval during
which each (s,a) is visited. During each full
interval the largest error in 2 table is reduced by
factor of ~y
Let C?,, be table aft.(ir 7. updates, and A, be the
maximmuin error in @2,,; that is
2N = max IQ,,.(S, a) — Q(s, a)l
For any table entry Q, (s, a) updated on iteration
.+ 1, the error in the revised estimate Q,(s,a) is
|Q+1(s,a) — Q(s, a)| |(7 + ~y max & ( &%)
—{r+vymaxQ(s,a'))|
(22
v| max Q. (s',a’)y —maxQ(s’,a’)|
(43 (22
¥ max 1D s’ a!) — Qs al))
(48
ymax |Q,(s",a) — Q(s",a’)|
S LA
YA,

IAIA i

IA

|(§N+l(3s Cl') — (2(.5, a,)l
14
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NondeterministicCase

What if reward and next state are
non-deterministic?

We redefine V, ) by taking expected values

Vi(s) = Elre + yree1 + 72rt+2 +...]
=L [Eo VTl

Q(s,a) = Elr(s,a) +yV7(d(s,a))]

15
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NondeterministicCa s e ( Co

() learning generalizes to nondeterministic worlds
Alter training rule to

Q.(s,a) + (1—,)Q,—1(s, @)+, [r+max Q, (s, a)]
where

B 1

1+ visits, (s, a)

Qp

Can still prove convergence of Q to @ [Watkins and
Dayan, 1992]

16
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TemporalDifferencelLearning

() learning: reduce discrepancy between successive
Q estimates

One step time difference:
QW (s0var) = o+ v max Q(ses1, @)
Why not two steps?
Q' (s8¢, ar) = ¢ + Yripr + 2 max Q (312, @)
Or n?
Q"™ (84, @) = retyris+ o Y Vi1 +o" max Q(St4n,a)

Blend all of these:
QMst,ar) = (1=N) [QV (51, ar) + AQP (31, ar) + N2QP (s, ar)

17
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emporalDifference
Learni ng( Con

Q/\(-f‘t, at) = (1-2) lQ(l)(Sh ar) + /\Q(Z)(St, ar) + )\2(3(3) (8¢, a4)

Equivalent expression:

Q’\(.st, ar) = ri+ ’Y[ (1 —A) m(?“XQ(S“ a)
+A Q’\(Stﬂs Wt41)]

TD(\) algorithm uses above training rule
e Sometimes converges faster than () learning

e converges for learning V" for any 0 < A <1
(Dayan, 1992)

e Tesauro’s TD-Gammon uses this algorithm

18
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Subtletiesand Ongoindresearch

e Replace Q table with neural net or other
generalizer

e Handle case where state only partially observable
e Design optimal exploration strategies

e Iixtend to continuous action, state

o Learn and use 6 : S x A — S

e Relationship to dynamic programming

19
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